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Combining an improvement to PARMA trailing
with analysis in HAL

Tom Schrijvers

Dept. of Computer Science, K.U.Leuven, Belgium

Abstract. Trailing of bindings in the PARMA variable representation is expensive in time and space.
Two schemes are presented that lower its cost: the first is a technique that halves the space cost of
trailing in PARMA. It can be used with conditional and unconditional trailing. It is illustrated and
evaluated in the context of dProlog and in the Mercury backend of HAL. The second scheme combines
a variant of a previously developed trailing analysis with the first technique. Empirical evidence shows
the usefulness of these schemes and that the combination is more effective than each scheme apart.

1 Introduction

We will assume working knowledge of Prolog and its implementation without further explanation. For a
good introduction to Prolog see [15]; to the WAM see [1, 22].

In the WAM a free non-aliased variable is represented as a cell containing a self-reference. When two
free variables are unified the younger cell is made to point to the older cell. A series of unifications of free
variables can result in a linear chain of references of which the last one is a self-reference or, in case the
variable is instantiated, a bound term. This implies that testing whether a (source level) variable is free or
bound, requires dereferencing. Such dereferencing is necessary during each unification and thus performed
quite often. In his PARMA-system [19], Taylor introduced a different variable representation scheme that
does not suffer from this massive dereferencing need. When in the PARMA scheme two free non-aliased
variables are unified, the two involved cells are made to point to each other, creating a circular chain of
length two. Further unifications with free variables make this circular chain larger and every variable (in the
local stack or an argument register) points to a cell in such a chain. When the variable is bound, each cell
in the PARMA chain is replaced by the value to which it is bound. No dereferencing is required to verify
whether a cell is bound, because the tag in a cell immediately identifies a cell as being bound or not. A good
account of the advantages and disadvantages of the PARMA binding scheme can be found in [8].

Although the PARMA scheme avoids dereferencing in boundness checks, this improvement over the WAM
scheme has its price. When during a unification a cell is assigned a value, trailing is used in order to be able
to reconstruct the state of the abstract machine before the unification took place. In the case of the WAM, at
most one cell needs trailing, regardless of the length of the linear chain. On the other hand, in the PARMA
scheme, every cell in the circular chain potentially needs trailing. As a result, the trail stack usage is expected
to be much higher in the PARMA scheme than in the WAM. Demoen and Nguyen [5] have indeed observed
in the dProlog system maximal trail sizes for the PARMA scheme that are on average twice as large as with
the WAM scheme. Even in the WAM it pays off to avoid trailing whenever possible and a fortiori this holds
in the PARMA scheme.

The PARMA scheme is used in HAL: HAL [4,3] is a constraint logic language designed to support
the construction, extension and use of constraint solvers. HAL requires type declarations and has optional
mode and determinism declarations. It is compiled to Mercury [16] so as to leverage from its sophisticated
compilation techniques. However, unlike Mercury, HAL includes a Herbrand constraint solver which provides
full unification. This solver uses Taylor’s PARMA scheme rather than the standard WAM representation.
This is because, unlike the WAM, the PARMA representation for ground terms is the same as that of Mercury
in a very important aspect: no reference chains exist. Thus, calls to the Herbrand constraint solver can be
replaced by calls to Mercury’s efficient routines whenever ground terms are being manipulated.

We will present two means to counter the trailing penalty of the PARMA scheme. The first is an improved
PARMA trailing scheme, implemented both in dProlog and the HAL-Mercury system: it considerably reduces



the required trail stack size. It is presented in Section 2. On top of this improved trailing scheme for HAL-
Mercury we have implemented an analysis that detects when trailings can be avoided. This analysis is similar
to the one we have previously implemented for the classic PARMA trailing scheme [12], but also differs from
it in an important aspect. Section 3 explains the analysis which attempts to avoid trailing in the improved
scheme. Results of both the improved scheme and the improved scheme in combination with the analysis are
presented in Section 4. Finally, Section 5 discusses related and future work.

2 Improving the Trailing Scheme

2.1 The classic PARMA Scheme: Value trailing
The classic PARMA trailing scheme uses value trailing, described by the following C-like code:

valuetrail(p, tr) {

*(tr++) = *p;

*x(tr++) = set_tag(p,VALUE_TRAIL);
}

In this code p is the address of a cell in a PARMA chain, tr points to the top of the trail stack. The above
trailing is unconditional. It is used in the HAL-Mercury system, but also other systems use unconditional
trailing at least during some unifications (see for instance [21]). Untrailing simply consists of reading both
the address and the value and storing the value at the address. Tagging of the last item pushed on the trail
stack is necessary to distinguish between the different kinds of trailing information, as is explained in Section
2.4.

The untrail operation for value trailing is straightforward:

untrail_valuetrail (tr) {
address = untag(*(tr—-));
xaddress = *(tr--);

}
In the WAM, the allocation order is reflected in the addresses and trailing can be made conditional:

cond_valuetrail(p, tr, bh) {
if (p < bh) {
*(tr++) = *p;
*(tr++) = set_tag(p,VALUE_TRAIL);

}

Here bh is the position of the top of the heap at the beginning of the most recent choice point. If the cell
to be trailed is younger, then no trailing is performed. This happens for instance in dProlog, but [5] shows
that global performance is hardly affected by the choice between conditional or unconditional trailing.

We will next show that the trail stack usage of value trailing can be greatly improved. The discussion
distinguished two cases: variable—variable unification and variable—non-variable unification.

2.2 The improved trailing scheme for Variable—variable unification

Variable—variable unification results in the merging of the chains of the two involved variables. This merging
is obtained by swapping the successors of the cells that the two variables point to. This swapping only
changes those two cells, hence they are the only ones that have to be trailed. In the classic scheme the value
trailing of both cells takes up four trail stack slots when trailing is unconditional.

Undoing such variable variable unification consists of restoring the old values of the cells separately.
However, there is a more economic inverse operation that undoes the swapping that happened during uni-
fication: simply swapping back. This swapping only requires the addresses of the involved cells and not their
respective old contents. We introduce a new kind of trailing named swap trailing which exploits this and also
the the corresponding untrailing operation. Swap trailing is defined by the following code:



swaptrail(p, q, tr) {
*(tr++) P;
*x(tr++) = set_tag(q,SWAP_TRAIL);

}

Here p and q are the addresses of the two cells. Swap trailing only consumes two slots in the trail stack. The
untrail operation for swap trailing is:

untrail_swaptrail(tr) {

p = untag(k(tr--));
q = *(tr--);

tmp = *p;

*p = *q;

*q = tmp;

}

The above describes the case where both cells are unconditionally trailed. In the conditional value trailing
case, the classic scheme would either consume zero, two or four slots if respectively none, only one or both
variables are older than the most recent choice point. Swap trailing can only be used there to replace the four
slot case. Value trailing is still used for the two slot case. As a result the code for conditional variable variable
trailing looks like:

cond_varvartrail(p, q, tr, bh) {
if (p < bh) {
if (q < bh) {
swaptrail(p,q,tr);
} else {
valuetrail(p, tr);
}
} else if (q < bh) {
valuetrail(q, tr);
}
}

It is clear that the potential gain in space on the trail comes at a cost in time and that the gain in space is
not guaranteed.

2.3 The improved trailing scheme for Variable-nonvariable unification

Variable-nonvariable unification pulls the entire chain of the variable apart. Every cell in the chain is set to
the nonvariable. As every cell is changed in this way, every cell has to be (conditionally) trailed in order to
be able to reconstruct the chain during backtracking. If the chain consists of n cells, then the unconditional
value trailing consumes 2n slots on the trail stack. Conditional trailing consumes 2k cells if k& of the n cells
are older than the most recent choice point.

In the case of unconditional value trailing every address of a cell is stored twice: once as the address of a
cell and once as the contents of the predecessor cell. This means that there is quite some redundancy. The
obvious improvement is to store each address only once. We name this chain trailing. Because the length
of the chain is not known, a marker is needed to indicate to the untrailing operation where chain trailing
ends. The last entry of the chain encountered during untrailing is the first one actually trailed and we use
the CHAIN_END tag to mark this entry.

The last address put on the trail is tagged with CHAIN_BEGIN to indicate the kind of trailing. For chains
of length one, the last and first cell coincide. The CHAIN_END tag is used to mark this single address.

Chain trailing is defined by the code:

chaintrail(p, tr) {
start = p;



*(tr++) = set_tag(p,CHAIN_END);
P = *p;
only_one = TRUE;
while (p != start) {
only_one = FALSE;
*(tr++) = p;
P = *p;
}
if ('tonly_ome) {
last = tr - 1;
xlast = set_tag(*last,CHAIN_BEGIN) ;

}

The untrail operation for reconstructing the chain is straightforward: it dispatches to the appropriate un-
trailing action depending on the tag of the first cell encountered during untrailing. In case this is CHAIN_BEGIN,
meaning n > 2, the corresponding code is:

untrail_chaintrail(tr) {

head = untag(*(tr--));

previous = head;

current = *(tr--);

while (get_tag(current) != CHAIN_END) {
xcurrent = previous;
previous = current;
current = *(tr--);

}

current = untag(current);

*current = previous;

*head = current;

}
In case the first tag encountered is CHAIN_END, n = 1 and this code for untrailing is:

untrail_shortchain(tr) {
cell = untag(*(tr--));
*cell = cell;

}

If 2 % k < n, unconditional chain trailing consumes more space than conditional value trailing. But a condi-
tional variant of chain trailing is also possible:

cond_chaintrail(p, tr, bh) {
start = p;
first = TRUE;
only_one = TRUE;
do {
if (p < bh)
if (first) {
*(tr++) = set_tag(p,CHAIN_END);
first = FALSE;
} else {
only_one = FALSE;
*(tr++) = p;
}
P = *p;



} while (p != start);
if (!'first && 'only_omne) {
last = tr - 1;
xlast = set_tag(*last,CHAIN_BEGIN);

}

This conditional variant uses only k slots of the stack trail, so it is clearly an improvement over conditional
value trailing whenever k& > 0. The untrail operation used is the same as for the unconditional chain trailing,.
This looks weird at first: the cond_chaintrail has not put all the cells of the chain on the trail. The cells younger
than the most recent choice point are indeed not on the trail. So one can wonder whether cond_chaintrail
leaves enough information on the trail in order to reconstruct the chain that existed just before the binding
was made. However, that is not actually required. The objective of trailing is to be able to reconstruct the
bindings that existed at the creation time of a choice point; intermediate states during untrailing need not be
consistent. By considering how k could be smaller than n it becomes quite clear that the conditional chain
trailing together with previous trailings since the most recent choice point makes it possible to reconstruct
the situation at the creation time of that choice point. The n — k cells that are not trailed in the chain
trailing belong to variables younger than the most recent choice point. They must have been introduced
in the chain by means of a variable—variable unification earlier on. When this variable—variable unification
involved an older variable, the cell in the chain pointed to by that value was value trailed. The inconsistent
chain, obtained by untrailing the chain trailing, is brought back to its consistent state at the beginning of
the choice point by untrailing the value trailing.

In fact the more general — and better with respect to stack trail consumption — principle behind this is that
only the old (older than the most recent choice point) cells in the chain pointing to other old cells must to be
trailed. The kind of trailing suitable for this is a special kind of value trailing, where the successive equal slots
on the trail stack are overlapped. The above cond_chaintrail only approximates this, as an implementation
would incur an undue time overhead because of the extra runtime tests: we also store the addresses of old
cells neither pointing to or pointed to by old cells.

FEzample Figure 1 illustrates with a small example how the above specified conditional chain trailing together
with previous trailings safely restores the state of all variables older than the most recent choice point:

X=2,7Z=Y, X=a, fail

Suppose that X and Y are older than the most recent choice point, Z is newer and all three are chains of
length 1 as depicted in Figure 1(a). The successive forward steps are shown in the Figures 1(b), 1(c) and
1(d). X is value trailed during X = Z, as is Y during Z = Y. The addresses of X and Y are stored on the trail
stack with conditional chain trailing during X = al.

The v, cb and ce to the side of the stack trail entries represent the VALUE_TRAIL, CHAIN BEGIN and
CHAIN_END tags respectively.

The execution fails immediately after X = a, and backtracks to the initial state in three steps. First (see
Figure 1(e)) the conditional chain trailing is untrailed, creating a chain of X and Y. Next (see Figure 1(f))
the value trailing of Y is undone and finally (see Figure 1(g)) the value trailing of X is reversed too. The
final state corresponds to the initial state, except for Z, which is still bound to a. However as Z did not exist
before the most recent choice point, its content is irrelevant at that point because it is inaccessible and will

have been reclaimed form the heap anyway when forward execution resumes.

2.4 Combining the improvements

In the improved unconditional trailing scheme of HAL-Mercury, next to swap and unconditional chain
trailing, also function trailing is possible. Function trailing stores a pointer to an untrailing function and to
untrailing data. The untrailing process must be able to distinguish between the different kinds of trailing
information on the trail stack so that the appropriate untrail operation can be called. As said previously, a

! this looks superfluous, but in the absence of information on what has been trailed before, it is unavoidable.



(e) Untrail X = a (f) Untrail Z = Y (g) Untrail X = Z

Fig. 1. Conditional chain trailing example.

simple tagging scheme is used to indicate the kind of trailing information. Fortunately there are two tag bits
available? and that is just enough to distinguish between the four kinds of trailing information. There is one
constraint on the allocation of the four different tags to the kinds of trailing: the CHAIN_END tag should not
look the same as the tag of the intermediate addresses in a chain trail. The general untrail operation then
simply looks like:

untrail (tr,tr_cp) {
while (tr > tr_cp) {
switch (get_tag(*tr)) {
case FUNCTION_TRAIL: untrail_functiontrail(tr);

break;

case SWAP_TRAIL: untrail_swaptrail(tr);
break;

case CHAIN_BEGIN: untrail_chaintrail (tr);
break;

case CHAIN_END: untrail_shortchain(tr);

In the improved conditional trailing scheme of dProlog only value, swap and conditional chain trailing
are used. The remarks on the application and allocation of tags is the same as for the unconditional case
and the general conditional untrail operation is similar.

When looking at the value trailings of chains of length one in the example in the previous section
(see Figure 1), there is an obvious trailing alternative in the conditional system that stores no redundant
information: chain trailing. Indeed if such a variable would be chain trailed instead of value trailed, only one
instead of two slots would be used on the stack. However this would require more runtime tests and we have
not, implemented this.

Experimental results for both the conditional and unconditional trailing scheme are presented in Section 4.

2 because of the alignment



3 Trailing Analysis

The object of a trailing analysis is to find unifications in a program that do not require any trailing of one or
more involved variables. This analysis information then can be used to replace those particular unifications
with more efficient variants so that both execution time and trail stack usage improve.

The trailing analysis heavily depends on the details of the trailing scheme. In [12] we have presented a
trailing analysis for the classic PARMA trailing scheme in HAL. In comparison to that scheme, it will become
clear that because of its stack trail economy the improved trailing scheme gives rise to less opportunities for
trailing elimination for further stack trail savings.

3.1 Unnecessary trailing in the improved trailing scheme

The need for trailing arises from choice points and backtracking. Once a certain path in a program has
been fully explored backtracking brings the execution back to the most recent choice point to continue along
another path. During backtracking information on the trail stack is used to reconstruct the state of the
program, its variables, to what it was at the time of the choice point.

Only at choice points the state should be reconstructable. Value trailing, the only kind of trailing of the
classic scheme, however is a much more powerful means of trailing, as it allows for the reconstruction of a cell
to its state at the time of trailing. If a cell is value trailed several times after a choice point (before any later
choice point), then only the earliest of those trailings is needed. Further value trailings in addition allow for
reconstruction of a cell at an intermediate point. As those intermediate states are useless®, it is evident that
a trailing analysis for the classic scheme has a lot of opportunity to detect spurious trailings of this kind.

If we consider the improved scheme it becomes clear that swap trailing, as opposed to value and chain
trailing, is an incremental kind of trailing, relying on future trailings for proper untrailing of cells. During
the untrailing process all later chain and swap trailings have to be undone before the swap trailing can be
untrailed correctly. Essentially this is because the content of the cells is not stored during the trailing but
only the incremental change. So there is no opportunity here to avoid any future trailings after the first one
between two choice points.

Counterexample Consider this small counterexample (see Figure 2) where we wrongly assume that a variable
needs not be trailed a second time between two choice points:

X=Y,2Z=W, X=2, fail

Initially, all variables are represented as chains of length one as depicted in Figure 2(a). All variables are
older than the most recent choice point. In the first two steps the four variables are aliased and swap trailed
pairwise, creating two chains of length two (see Figure 2(b)). The s’s represent SWAP_TRAIL tags. Next X and
Z are aliased, creating one large chain (see Figure 2(c)). During this step X and Z are not (swap) trailed
since they have been swap trailed before since the most recent choice point - and because of the wrong
assumption. Finally the execution fails and untrailing tries to restore the situation at the most recent choice
point. However Figure 2(d) shows that the omission of the last swap trailing as untrailing fails to restore the
correct situation. This is the big difference with the analysis for the classic trailing scheme: a cell involved
in swap trailing still needs trailing later in the same segment of the execution.

Still there remains one opportunity to avoid trailing, common to all trailing schemes. The improved
conditional scheme already detects this case at runtime: when a cell is more recent than the last choice point
it is not going to be there after backtracking so it does not need to be trailed.

For non-heap order preserving systems however there is no easy runtime test to avoid this trailing.
Fortunately this is where the trailing analysis can play its role: find the unifications of variables that have
been initialised after the most recent choice point.

In the rest of this section we will present such a trailing analysis for the improved PARMA trailing scheme
in the HAL-Mercury system.

3 This is assuming that the semantics of function trailing are such that they do not rely on the intermediate state
of any Herbrand variables during untrailing.
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Fig. 2. Example of incremental behaviour of swap trailing: it does not eliminate the need for further trailing of the
same cells.

3.2 The analysis domain

The instantiation information obtained by HAL’s mode analysis is available at each program point p as a
table assigning to each variable in scope its instantiation. All HAL instantiations have an associated state
which can be either new, ground or old. Instantiations with state new correspond to variables with no internal
representation. Instantiations with state ground correspond to variables which are known to be bound to
ground terms. In any other case the instantiations have state old, corresponding to variables which might
not be bound but do have a representation (a chain of length one or more) or bound to a term not known to
be ground. Variables assigned to instantiation with state new, ground or old will be called new, ground or
old variables, respectively. Note that once a new variable becomes old or ground, it can never become new
again. And once a variable is known to be ground, it can safely remain ground. Thus, the three states can
be considered mutually exclusive.

Similarly to [12] the descriptions the elements of the analysis domain are partitions of only the old
variables, those that could be represented by a PARMA chain or by structures containing PARMA chains.
The variables are partitioned in only two groups here however: those that have to be trailed and those that
do not. It is sufficient to only keep track of those variables that do not have to be trailed. We will call
this property of an old variable, whether it has to be trailed or not, the trailing state of that variable in a
particular description. The behaviour of the variables that don’t have to be trailed is similar to that of the
deep trailed variables in [12]. There are no shallow trailed variables in the current analysis, because swap
trailing (which does apply to shallow trailed variables) does not eliminate the need for trailing of cells, as
shown in Figure 2.

Bound variables Bound variables are bound to a structure that potentially contains more than one chain. To
simplify things the trailing state of all those states is compacted into one single trailing state for the entire
bound variable. Thereby, for safety all chains have to be represented by the worst trailing state of any of the
chains.

Consistency A description is consistent if there is no sharing between variables that do not have to be trailed
and variables that have to be trailed. Sharing of variables implies that they could have one or more chains
in common. As trailing does not apply to variables but to chains and cells, the trailing decision for a cell or
chain has to be independent of the variable through which it is accessed. This is obtained by ensuring that
all variables that share have the same trailing state.

We use the information provided at each program point by HAL’s sharing analysis to remove from a
description all variables that share with other variables that are not in the description.

3.3 Analysing HAL body constructs

The analysis framework of HAL [10] requires the definition of operations to analyse the different body
constructs of the language and determine the description at each program point. These operations for the
analysis domain presented above are similar to those presented in [12]: the only difference is that there are no
shallow trailed variables that have to be dealt with. Because these operations do not bring any new insights
and due to lack of space, we will not cover them here, but refer to the technical report [13] instead.



3.4 Optimisation based on the analysis
The pre-description of every unification is used to improve it:

— In variable—nonvariable unifications a variant of the unification without chain trailing can be used if the
variable is in the pre-description.

— In variable—variable unifications a variant without swap trailing can be used if both involved variables
are in the pre-description.

— In term construction no swap trailing is required when a variable is put in a structure if the variable is
in the pre-description.

For some variables it cannot be statically determined whether they are free or bound. So HAL has a general
unification predicate for each Herbrand type that perform boundness tests to find out at runtime whether
to call a variable-variable, variablenonvariable or nonvariable-nonvariable unification. The optimisation of
these general kinds of unification with a trailing analysis pre-description consists of replacing the calls to the
appropriate unifications with optimised ones, if appropriate. This means e.g. that for a general unification
X =Y where only X appears in the pre-description only the call to the variable-nonvariable unification,
where X is the variable, can be replaced by an optimised one. If at runtime this case never occurs, then
nothing has been gained by this optimisation.

4 Results

4.1 Improved trailing scheme in dProlog

Here we present the experimental results of the improved conditional PARMA trailing scheme in dProlog for
several benchmarks. Table 1 shows the timing and maximal trail use for each benchmark. The measurements
were made on a 166 MHz Pentium 166 with 96MB of memory. Time is given in 1/100s and applies to the
number of runs given in brackets. The maximal trail size is given in trail stack slots (words). The time

Benchmark Execution Time Maximal trail
cparma iparma cparma iparma
boyer(1) 166 166 115,366 57,683
browse(1) 175 174 2,326 1,163
cal(10) 104 105 112 56
chat(5) 78 7 932 498
crypt(200) 79 79 118 59
ham(2) 95 97 196 98
meta_gsort(125) 93 90 3,238 1,894
nrev(5000) 107 109 112 56
poly_-10(10) 55 55 13,470 6,735
queens_16(2) 116 117 176 88
queens(10) 174 176 170 85
reducer(20) 33 33 4,850 2,555
sdda(1200) 64 66 326 201
send(10) 71 76 122 61
tak(10) 158 153 95,522 47,761
zebra(30) 140 140 406 205
[ relative average [[  100% [ 100.6% [ 100% [ 51.7% |
[ comp(1) [ 1276 | 1,280 ][ 644,170 [ 337,856 |

Table 1. Timing and maximal trail for the classic (cparma) and improved (iparma) conditional PARMA trailing
scheme for dProlog.

difference between the classic and the improved scheme is negligible. The improved scheme is at most 7%
slower, for the send benchmark, but on average it is only .6% slower. The price for the lower trail usage is
an increase in instructions executed and that is why there is no net speedup.
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The differences in maximal trail use however are substantial. While swap trail and chain trail halve
the trail stack consumption, value trailing is still used for some cases of variable—variable trailing. Yet
experimental results show that that kind of variable—variable trailing does not occur very often in most
benchmarks, as the maximal trail stack is effectively halved in eleven benchmarks and on average the maximal
trail use is 51.7% of the classical scheme.

4.2 Improved trailing and trailing analysis in HAL-Mercury

Benchmark Execution Time Maximal Trail

cparma iparma caparma iaparma cparma iparma caparma iaparma
icomp 1.030 1.028 991 .959 744 444 608 404
hanoi_difflist 1.001 .898 .739 734 24,560 16,372 0 0
gsort_difflist 1.024 .969 .803 .765 1,208 804 0 0
serialize 1.065 1.034 .999 1.034 1,696 1,048 1,296 1,048
warplan 1.587 1.624 1.580 1.624 1,816 1,256 1,816 1,256
zebra 1.030 1.121 1.000 1.095 1,064 532 952 476

| relative average || 100% | 98.6% | 89.8% | 91.1% [ 100% [ 62.3% | 57.9% | 38.3% |

Table 2. Timing for the classic and improved trailing scheme without (cparma, iparma) and with analysis (caparma,
iaparma).

Table 2 presents the execution time and and maximal trail for a series of benchmarks for different
settings in the HAL-Mercury system. Timing results where obtained on a 1.50 GHz Pentium 4 with 256 MB
of memory.

The improved trailing scheme.

The improved unconditional PARMA trailing scheme has also been implemented in the HAL-Mercury system.
Aside from the discussed trailings for unification this system also requires trailing when a term is constructed
with an old variable as an argument. In this term construction the argument cell in the term structure is
inserted in the variable chain. This modifies one cell in the old variable chain. In the classic scheme this cell
is trailed with value trailing. To avoid value trailing altogether this has been replaced with swap trailing in
the improved trailing scheme.

For four out of six benchmarks the timing results favour the improved trailing scheme (iparma), while in
two benchmarks the classic scheme (cparma) is faster. The differences are a few percentages though, with
a maximum difference of about 10% for the hanoi benchmark. Much more important are the effects of the
improved trailing scheme on the maximal trail size. The maximal trail is at least 30% and up to 50% smaller
for the improved scheme than for the classic scheme, but as in the dProlog case, the overhead of the extra
instructions executed is sometimes larger than the gain.

Improved trailing scheme combined with trailing analysis.

The trailing analysis presented in Section 3 was implemented in the HAL analysis framework in order to
detect unnecessary trailings for the improved trailing scheme. For the serialize and warplan benchmarks the
analysis of the improved system with analysis (iaparma) was not able to reduce the number of actual trailing
operations of the iparma system. For the other four benchmarks the combination of the iaparma system
yields better results, both for time and maximal trail. For the hanoi and gsort benchmarks there is a drastic
improvement: all trailings have been avoided, with a distinctive time improvement of about 20%. For the
other two benchmarks, icomp and zebra, there is a maximal trail improvement of about 10% together with a
slightly reduced time, 7% and 3% better respectively. Overall the combination of the improved scheme with
the trailing analysis never makes the results worse. Since it drastically improves some benchmarks and shows
a modest improvement of others, it is fair to conclude that the combination is superior to the improved
system without analysis.

Comparison of the classic and improved scheme with respective trailing analyses.
In [12], we propose a trailing analysis on top of the classic PARMA trailing scheme (caparma). The timing
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differences between the two systems with analysis show a similar pattern as those without analysis: for some
benchmarks the improved systems is better because more trailings were avoided, for others it is worse because
of additional instruction overhead.

The maximal stack trail of the iaparma system is smaller for four benchmarks: from 20% to 50%. For
the hanoi and gsort benchmarks the maximal stack trail obtained is the same: all trailings are avoided. The
remarkable time difference for the gsort benchmark then is not due to a different number of trailings but
must be caused by differences in the branches of the general unification predicates (see Section 3.4) that are
not actually executed.

5 Related and future work

The improvement to the classic PARMA trailing scheme is new as far as we know.

A somewhat similar analysis for detecting variables that do not have to be trailed is presented by Debray
in [2] together with corresponding optimisations. Debray’s analysis however is for the WAM variable rep-
resentation and in a traditional Prolog setting, i.e., without type, mode and determinism declarations. Also
in [21] trailing is avoided, but only for variables that are new in our terminology and again, the setting is
basically the WAM representation.

Taylor too keeps track of a trailing state of variables in the global analysis of his PARMA system with
the classic PARMA trailing scheme (see [18,17]). As opposed to the analysis we have presented in [12] for
HAL, Taylor’s analysis is less precise and more similar to the analysis we have presented here: the trailing
state of a variable can only be that is has to be trailed or not. In [12] there is an intermediate trailing state,
shallow trailed, meaning that the associated cell of a variable, the one directly pointed to, does not have to
be trailed.

There exists also a runtime technique for preventing the multiple value trailing between two choice points:
see for instance [11]. However, this technique only works in the WAM scheme, because it introduces linear
reference chains that PARMA does not allow.

Finally, [14] and [20] also discuss the reconstruction of a state on backtracking by copying and recomputing
techniques respectively. The context of those works is quite different, but the latter technique is naturally
related to a hybrid technique mentioned later in this section.

There is little room left for optimisation of the trailing analysis for the improved unconditional trailing
scheme. Of course the analysis itself can be improved by adopting a more refined representation for bound
variables. Now all PARMA chains in the structure of a bound variable are represented by the same trailing
state. Bound variables could be represented more accurately, by requiring the domain to keep track of the
different chains contained in the structures to which the program variables are bound, their individual trailing
state and how these are affected by the different program constructs. Known techniques (see for instance [7,
6,9]) based on type information could be used to keep track of the constructor that a variable is bound to
and the trailing state of the different arguments, thereby making this approach possible. This applies equally
to the analysis of the classical scheme.

Additionally it would be interesting to see how much extra gain analysis can add to the improved
conditional trailing scheme as implemented in dProlog or in a HAL compilation scheme to Mercury grade
that supports conditional trailing. Such analysis would certainly not improve the maximal trail, but it would
remove the overhead of the runtime test. This will most likely also result in a small speed-up.

Though experimental results show that the improved scheme with analysis is better than the classic
scheme with analysis, this need not be true for all programs. Recall that between two choice points all value
trailings of a cell but the first can be eliminated in the classic scheme, while no swap trailings could be
eliminated in the improved scheme. A hybrid scheme with an analysis that decides on a single unification
basis if either swap trailing or value trailing is better at minimising the amount of trailing and the cost of
untrailing. This analysis would require a more global view of all the trailings in between two choice points.
Moreover some trailings could be common to different pairs of choice points and optimality would depend
on where execution spends most of its time.

Also the untrailing operation can be improved: when analysis is able to determine for instance that the
only trailing that happened was a swap trailing, no tags need to be set and tested.
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Abstract. The abstract interpretation framework has been used mainly in the global analysis of pro-
grams. Most often also, this interpretation is applied to the source Prolog program. In this paper we
present an abstract interpretation of more local nature, and applied to the intermediate code (WAM).
The purpose of obtaining a more efficient specialized version of the program remains the same as in
global analysis approaches. Our specialization is multiple, meaning that we generate a different ver-
sion for each entry pattern detected by analysis. This poly-variant unfolding of predicates allows the
local (predicate level) analysis to propagate inter-procedurally relevant information. Besides time and
complexity reduction of local versus global analysis, our approach is suited for goal-independent spe-
cialization, and for the partial selection of predicates to specialize. The evaluation of this more general
specialization of programs in a full compiler shows that it is an alternative to global and goal-dependent
methods.

Keywords: Prolog Compilation, Abstract Interpretation, Multiple Specialization.

1 Introduction

The major problem in compiling efficiently Prolog programs is the declarative style in which its predicates
are written. The substitution of a procedural description of how by a declarative description of what, leads
programmers to generalize in the design of the predicates of their programs. And for those general predic-
ates, which are often multi-directional and type independent, it is difficult to generate efficient compiled
implementations.

One good solution is to correct the over-generalization of the programming style by analyzing the pre-
dicates and the interaction between them in the context of the current program. The idea is to extract the
missing procedural information from a pseudo-execution of the program. This is normally done by abstract
interpretation [5], which basically consists in executing the program over a simplified abstract domain and
treating recursion by fix-points.

Traditional specialization of a predicate is single-specialization, in which all the information derived by
program analysis is combined in a unique implementation of the predicate. Another approach is multiple-
specialization [22, 10, 16, 15, 11], where several implementations (versions) are generated for a single predicate,
each one specialized in a particular use of it. This approach suits the multi-directionality of Prolog, with
different versions for different directions.

Global analysis of Prolog programs based on abstract interpretation, both for single and multiple spe-
cialization has not become an usual compiler technique. This is because of its large complexity and because
it is not suited for real programs compilation, as it does not scale well. When the number of predicates of a
program becomes large, considering all the possible interactions between them easily becomes too complex.

In this paper we show how we can replace a program level analysis by a predicate level analysis. Instead
of a global program analysis we analyze locally each predicate. Through multiple specialization, where we
generate a different version for each entry pattern detected by local analysis, we are able to propagate inter-
procedurally relevant information. The most useful part is the fact that, because predicates are analyzed
individually, we can select just a number of predicates to perform analysis and multiple specialization on a
goal-independent basis. This approach is evaluated in a full Prolog compiler implemented over the wamcc [4]
Prolog-to-C system, and yields good results.

The remaining of this paper is organized as follows: in the next section we present our analysis of the
WAM code, describe the abstract domain and the abstract meaning of WAM instructions; section 3 shows
how the multiple versions of predicates are generated and how the specialization can be goal-independent;
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section 4 shows how efficient multiple specialization of large programs is possible while keeping code size and
compilation time reasonable; section 5 presents the evaluation of the system. We end with some conclusions.

2 WAM analysis

The traditional approach in the process of analysis+code specialization of Prolog programs is to abstractly
interpret the source code of the Prolog program in order to derive the intended information. This information
is then used in the generation of the low-level code. As WAM instructions are too general to profit from the
analysis information, new low-level abstract machines are used, or extensions to the original WAM are done.

Another approach which aims to speed-up the analysis process is known as abstract compilation [9).
Instead of interpreting the Prolog source code it is compiled to produce the intended analysis information
upon execution.

In both approaches though, there is a clear separation between program analysis and program specializ-
ation, i.e. between the process of deriving the needed information and the process of using that information
in the specialized implementation of the program.

We use another approach, WAM analysis, as illustrated in Figure 1.

Abstract interpretation

Prolog Program analysi£ Analysis Code generation| Specialized
source code information code

Abstract compilation

Prolog Code generation| Code for analysl; Execution Analysis Code generation| Specialized
source code information information code

WAM analysis
Prolog Code generation| WAM Analysis and Specialized
source code Code code generation code

Fig. 1. Analysis approaches

|

:

Instead of analyzing the source Prolog code we analyze the intermediate WAM code. The generation of
the specialized code is integrated in this analysis process.

There are two previous experiences with abstract interpretation of the intermediate code, one in the
context of the WAM, by Tan & Lin [18], and one in the context of the VAM (Vienna Abstract Machine [14]),
by Krall & Berger [13]. See [7] for a discussion of source-level versus low-level abstract interpretation.

A clear point in favor of low-level abstract interpretation is that what is explicit is easier to analyze than
what is implicit. For example, determining if a variable has to be trailed or not has been one goal of Prolog
analyses [19]. This trailing operation is directly connected to the creation and elimination of choice-points.
In Prolog code this creation and elimination is implicit, but in WAM code it is explicit, through instructions
try me_else(L) and retry me_else(L).

To derive optimizing information from each predicate and to produce the specialized code, we have
re-defined the meaning of each WAM instruction. We refer to this re-interpretation as abstract emulation.

In the abstract emulation of WAM instructions there is no heap, no environment stack and no trail.
WAM instructions act over a single structure that we call Status. This Status is a local structure, i.e. it has
a predicate level existence and is never passed within inter-procedural calls.

Besides changing the Status structure, WAM instructions have another effect: they output a new unfolded
WAM instruction belonging to the specialized implementation of the predicate being analyzed. In the end
of the abstract emulation the specialized code has all been generated.
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2.1 The unfolded WAM

Systems like Parma [20] or Aquarius [21] use, in their compilation process, an abstract machine which is
more low-level than the WAM. We define new WAM instructions, which are special cases of a generic WAM
instruction.

The single specialization approaches of system like Parma and Aquarius, where the specialization of
a predicate is goal-dependent and determined by a particular set of calling patterns, are suited for the
development of very low-level abstract machines. The single version generated should be as specialized as
possible, and this is achieved by using very low-level abstract instructions, where every possible optimization
can be implemented.

The scenario on a multiple specialization implementation, particularly in its goal-independent perspective,
is different. Compromises between overall code size and particular versions efficiency have to be done. On a
goal-independent perspective the set of specialized versions of a predicate should cover every possible calling
pattern. Clearly, optimal low-level implementation of each version would lead to an enormous amount of
versions.

In the unfolded WAM we divide each WAM instruction in its most important special cases. For instance,
a unify x variable(X;) only has two cases depending on the unification mode and thus gives rise to two
instructions, unify x variable read(X;) and unify x variable write(X;). More interesting are the cases
where the argument type influences the implementation of the instruction. For instance, the implementation
of get_integer (N, A;) can be specialized if register A; is known to be dereferenced or not. Knowledge about
the dereferenced tag of A; is also useful, as implementation is different if it is a var tag, an int tag or any
other. Finally, when A; has tag var implementation can also be specialized depending if such variable is older
or newer than the last choice-point created. In Aquarius, for instance, these simplifications are obtained by
using the low-level BAM instructions which include deref, trail and low-level comparison instructions. In
our system the WAM instruction set is extended with three new instructions which specialize the generic
get_integer (N, 4;) instruction.

2.2 The abstract domain

Attempting to analyze a program by simulating its execution for all possible inputs is, in general, unsolv-
able. Abstract interpretation solves this problem by mapping the concrete values into abstract descriptions.
Analysis is then carried out over this abstract domain, which normally forms a complete lattice, that is, a
set of values where a partial ordering (C) and the least upper bound (U) and the greatest lower bound ()
are defined for any subset, and which includes top (T) and bottom (L) elements.

Our domain captures the relevant information for WAM code optimization, namely, mode, functor type,
dereferencing and trailing information about WAM registers. It is described as follows.

— any represents the set of all terms, the top element (T) of the abstract domain.

— nv and N4y represent all non-variable terms and all non-variable terms not needing a dereferencing
operation.

— cst and cst,q represent the set of atomic terms, excluding integers and the nil atom.

— nt and int,q-¢ represent the set of integer terms.

nil and nil,q.f represent the nil atom.

struct(f/n, ai,...,a,) and struct,qg(f/n,oq, ..., ) represent the set of structure terms with functor

f/n and with each argument of type a;(1 < i < n) in the abstract domain.

— Ist(a1, a2) and Isty,qrf (01, a2) represent structure terms with functor /2, a; in the abstract domain
and ap with type Ist(a1, a2) or Ist,arf(0a, a) or nil or nilpars.

— Ist_or_nil and Ist, 40T _nil,gf represent the least upper bound of the above types Ist and nil. These
elements are important because lists (functor ./2) and nil often appear in the same argument of the
clauses of a predicate.

For variable types we add extra information about trailing:

— v™" and v represent all variables not needing trailing.

— v and vpgrs represent all variables that have to be trailed.
— impossible represents the set of impossible terms, the bottom element (L) of the abstract domain.
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2.3 Widening of Complex Types

The domain described above is not finite because of the possible infinite term-depth of the abstract types
struct and Ist. To guarantee analysis termination we could make the domain finite by restricting the term-
depth to a fix value, loosing precision when analysis encounters terms whose depth is larger than this fix
value. This is known as depth-k abstraction [17] and is commonly used in a number of analysis frameworks [20,
18,12]. Depth-k abstractions normally represent the principal functor of a term complete with descriptions
for its sub-terms. Sub-term descriptions are given to the depth of a predetermined constant bound .

In our system we implement a different approach. We restrict the types of the domain only when calling
a predicate. This way we have a possibly infinite precision within a predicate, which allows us to extract
as much as there is local information, and we guarantee termination by simplifying types across predicates
boundaries. This can be seen has having two domains: a local domain used intra-procedurally and a simpler
finite global domain used inter-procedurally.

In the simplification of compound types Ist and struct we reduce the terms considering only the principal
functor and ignoring the sub-terms. This implies a larger loss in precision than what usually is present on other
analysis frameworks. As we will see shortly, we specialize predicates in a number of versions determined by
calling patterns that are described by the types of the arguments of the call. Simplifying these types reduces
the number of versions generated, which is the main motivation in this simplification.

To improve precision it is possible to augment the abstract domain with more informative descriptions of
compound types. For instance, some structures which appear often in Prolog programs, like list of integers
and list of constants, allow useful optimizations if the abstract domain can represent them across predicates
boundaries. For instance, the following compound type Ist,grf (intparf. Istnarf (intnarf, Nilyarg)) is, in our
system, simplified to Ist,grf_of —int pars, While Istpgrf (it narf, IStndrf (Vndrf, Nilngre)) is converted to Ist,gry.

This approach can result in relevant precision losses. Consider for example the following program:

= p([1,X],[X,1]), ¢(X).
p(X,X).

The call pattern to p/2 is (Istydrf (it parf, lstndrf(v%;f, Nilnarf)), St narf (v%’;f, Istyarf (it narf , Nilpary)))-
The abstract unification can derive that X will exit p/2 with type int,qs, and ¢/1 can be specialized
for such pattern. If however when calling p/2 we simplify types (Istnars (intnars, Istnarf ('Uﬁfﬁf, Nilparf)) and
Ist pary (v%rrf, Ist parf (int narf, Nilnarf)) to Istngrs then nothing will be known about the type of variable X
when calling ¢/1.

This lost of precision is acceptable from the point of view of our analyzer. As we will show, our focus is
much more centered on goal-independent and local analysis than in goal-dependent and global analysis, and
clearly clause p(X,X) gives very few of such local and goal-independent information.

2.4 Abstract meaning of WAM instructions

We assume in this section that the reader is familiar with the concrete meaning of WAM instructions. For a
detailed explanation of the WAM execution model and its instruction set see Ait-Kaci tutorial [1].

As we have said, in its abstract emulation WAM instructions have two effects: they produce changes in
the local Status structure and they output a new unfolded WAM instruction. It is important to note that in
our analyzer there is no global structure, such as the heap, where WAM instructions from distinct predicates
interact. It is this absence that allows us to qualify our analysis as local.

In their concrete meaning WAM instructions construct terms on the heap from their textual form. In
this process a number of temporary and permanent (variable) registers X1, Y1, etc, are used to save pieces of
terms yet to be processed or a variable that may occur later in the term or in another goal. As in the abstract
emulation we do not have an heap and because locally (within a predicate) we need to keep (abstract) term
representations, we use the WAM temporary and permanent registers to save these abstract terms. To avoid
temporary registers being overwritten by an optimized register allocation [3] this allocation is not performed
in the first WAM generation.
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The simplest WAM instructions are put instructions. They are responsible for loading argument registers
in the goals of a clause. We define the abstract meaning of put_y_variable(Y;, A;), put_x_value(X;, A;)
and put_list(A4;) as follows:

put_y_variable(Y;, A;) = AddStatus(Status,Y; < v_ndrf_ntr)

AddStatus(Status, A; — Y;)
Abstract Emulate(NextInst, Status) — outcodey
outcode — put_y_variable(Y;, A;), outcoder
put_x_value(X;, A;) = AddStatus(Status, A; — X;)
AbstractEmulate(NextInst, Status) — outcodey
outcode — put_x_value(X;, A;), outcoder

put_list(A;) = AddStatus(Status, SMode «— write(z))
AddStatus(Status, A; — lst_ndrf(_,_))
AbstractEmulate(NextInst, Status) — outcodey
outcode — put_list(A;), outcode;

Every put instruction generates an identical instruction as output, because no optimizations can be per-
formed. They simply add some information to the Status structure, like aliasing between variables, unification
mode or a register’s type. Note that put_1ist(A;) builds and stores the abstract term in register A; instead
of in the heap. Subsequent unify instructions will work on these register and not on the heap.?

An essential operation of a large number of WAM instructions is unification. This unification will have a
correspondent abstract unification. Concrete unification unifies concrete terms. Abstract unification unifies
elements of the abstract domain. The procedure AbsUnify(T1, T2, Status) abstractly unifies terms 7'1 and
T2, using information from the current Status and produces a new status with 71 and 72 unified. Here are
some examples of abstract unification:

— AbsUnify(Xi,int, [ X1 < any])=[X1 « int]
— AbsUnify(Xu,lst(int, X2), [X1 < any, X2 «— v])=[X1 « Ist(int, X2), X2 «— any]
— AbsUnify(X1, X, [X1 «— vondr f, Xo «— vondr f])=[X1 < v, Xo < v, alias(X1, X2)]

WAM instructions get and unify perform unification. The abstract meaning of get_x_value(X;, A;) and
unify_y variable(Y;) is defined as follows:

get_x_value(X;, A;) = TypeX; — ReadStatus(X;, Status)

TypeA; — ReadStatus(Aj;, Status)

i f(Status — AbsUni fy(TypeX;, TypeA;, Status))
TypeA; — ReadStatus(A;, Status)
if(Arg(j))AddStatus(Status, Exit(j) «— TypeA;
AbstractEmulate(NextInst, Status) — outcode;
outcode — get_x_value TypeX; T'ypeA;(Xi, Aj),

outcoder

else outcode — fail_f

unify_y variable(Y;) = AddStatus(Status,Y; < v_ndrf_ntr)

SMode — ReadSM ode(Status)

ifSMode = read(j, S)

Status «— AbsUnify(Y;, X;, Status)

AbstractEmulate( NextInst, Status) — outcoder

outcode — unify_y_variable_read(Y;), outcodey
ifSMode = write(j)

Status «— WriteType(X;,Y;)

AbstractEmulate(NextInst, Status) — outcode;

out — unify_y variable write(Y;), outcode:

The get instructions, if used for head arguments, also save on the Status exit information, to be used for
the updating of the exit extension table when finishing the analysis of the current predicate.

Choice-point instructions, try_me_else(L), retry me_else(L) and trustme_else_fail, will act over
the Status structure by modifying only the trailing condition of registers of type var. Recall that a variable
only has to be trailed if it is older than the last choice-point created. Instructions try me_else(L) and
retryme_else(L) create choice-points, and thus variable type registers of the current Status will have to

! The unification mode kept on the Status also saves the number (i) of the register being unified (SMode «— write(i))
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be trailed after this choice-point creation. The abstract meaning of these two instructions promotes the
no trailing variable types of the current Status to the correspondent have-to-be-trailed variable types. A
trust_me_else_fail instruction does not create a choice-point in its concrete execution and therefore does
not imply such type promotion.

The tracking of choice-point creation cannot be done just locally, but has also to propagate inter-
procedurally the creation of choice-points. The exit types extension table saves for each predicate if it
creates or not choice-points, and the affected registers of the local Status of the calling predicate are updated
by checking this value after a call instruction. The abstract meaning of these instructions is the following:

tryme_else(L) =V;Vi=X;vV;=Y;

TypeV; «— ReadStatus(V;, Status)
if(TypeV; = v_ndr f ntr) AddStatus(Status, V; «— v_ndrf)
i f(TypeV; = v_ntr) AddStatus(Status, V; — v)
AddStatus(Status, choicepoint «— true)
Abstract Emulate(NextInst, Status) — outcoder
outcode — tryme_else(L), outcodey
retrymeelse(l) =V;V,=X;VV;=Y;
TypeV; «— ReadStatus(V;, Status)
if(TypeV; = v_ndr f ntr) AddStatus(Status, V; «— v_ndrf)
if(L'ypeV; = vntr) AddStatus(Status, V; < v)
AddStatus(Status, choicepoint «— true)
Abstract Emulate(NextInst, Status) — outcode;
outcode — retry me_else(L), outcoder
trust_me_else_fail = Abstract Emulate(NextInst, Status) — outcoder
outcode — trust_me_else_fail, outcodey

3 Multiply specializing predicates

In the previous section we did not define the abstract meaning of control instructions. They are call,
execute and proceed. We define them now and show how the different versions of a predicate are generated
in its multiple specialization.

Our specialization strategy is to generate a new version of a predicate for each distinct activation pattern,
whether or not they allow new optimizations.

When encountering a call or execute instruction, the Status structure is consulted to build the activation
pattern. If code has not yet been generated for that pattern then the WAM code for that predicate is searched,
selecting only the clauses that match the activation pattern, and it is analyzed.

As in the concrete execution, also in the abstract emulation of call and execute control is transfered
to another predicate, where analysis further continues resulting in the respective specialized code being
outputed.

Upon return from the called predicate the Status structure of the predicate being analyzed has to be
updated, namely the unbound permanent variables passed on the arguments of the called predicate (this
information is part of the Status because of the abstract meaning of instructions like put_y_variable). This
update is done using the exit type information of the called predicate, saved on the exit types extension
table.

The abstract meaning of the call(P) instructions is as follows:

call(P) = P’ «— BuildCallingPattern(Status)

WamAnalyze(P')

ExitP' « ReadExitTypes(P")
UpdateStatus(Status, ExitP’)
AbstractEmulate(NextInst, Status) — outcode;
outcode — call(P’), outcode;

A proceed instruction ends the execution of a predicate. Its abstract meaning simply updates the Exit
extension table. First the head exit pattern is calculated from the Status structure. The least upper bound
of this pattern and the previous exit pattern of the predicate is then calculated and the extension table
updated. More formally, the abstract meaning of proceed when predicate P is being analyzed is:
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proceed = EzitP « CalculateHeadEzitPattern(Status)
EzitP' — ReadEzitTypes(P)
EzitP" «— lub(ExitP, ExitP")
Update Exit ExtensionT able( P, ExitP")
outcode — proceed
A execute instruction performs last-call optimization. It is equivalent to a call followed by a proceed.

3.1 Goal-independent specialization

The specialized versions of a predicate are created for detected entry patterns. These entry patterns will
initialize the local Status and are a major source of information to the specialized implementation of each
version of a predicate. WAM instructions add some more information because of their specialized unification
primitives, defined for each type of term (get_const(c,A;), get_1list(A4;), unify x variable(X;), etc).
When specialization uses entry patterns information, and in particular is initialized by user defined entry
points, it is said to be goal-dependent.

The question is if our WAM analysis process can also guide a more useful goal-independent specialization,
i.e. without using entry patterns knowledge but only the information collected from WAM instructions.

The idea is to propagate forward the information from some WAM instructions, by unfolding the remain-
ing code in a number of possible success types for that instruction. The instructions where we perform this
propagation and unfolding are get_list, get_structure and switch_on_term.

Consider the append/3 predicate of Figure 2.

= append([1,2],[3],R).

append([],L,L).
append([H|T],L,[H|R]) :— append(T,L,R).

$exe_1/0: allocate(1) $append/3:  switch_on_term(1,2,4fail)
get_y_bc_reg(0) label(1)
put_list(1) try_me_else(3)
unify_integer(2) label(2)
unify_nil get_nil(0)
put_list(0) get_x_value(1,2)
unify_integer(1) proceed
unify_x_value(1) label(3)
put_list(1) trust_me_else_fail
unify_integer(3) label(4)
unify_nil get_list(0)
put_x_variable(2,2) unify_x_variable(3)
call(append/3) unify_x_variable(0)
cut_y(0) get_list(2)
deallocate unify_x_value(3)
proceed unify_x_variable(2)

execute(append,3)

Fig. 2. The append program

The append/3 code has three conditional instructions, switch_on_term(), get_1list(1) and get_1ist(3).

Because of put_x_variable(X3s, As) in $exe_1 code, the pattern built on the execute instruction will
have a dereference unbound variable on the third argument. This information is useful for the get_1ist (A3)
of append/3 code. In particular, it sets mode to write and the unify_x variable (A3) executed in this mode
re-assigns register Az to a dereferenced unbound variable. The pattern built on the next execute instruction
will continue to have a dereference unbound variable on the third argument. This is a valuable information.

But what happens if we do not know the entry pattern, because no entry point is used, when analyzing
append/37 Then the third argument has type any and the get_1ist(As) can not be specialized and the
unification mode is unknown in the unify x variable(As) instruction. No valuable information here.

The idea is that if get_1ist(A3) succeeds then Az can have only type var or type list. We can then
create two Status, one where Az has type var and one where A3 has type list, and analyze the remaining code
in each situation. The output code will be a switch_on_list(A3) responsible for testing Az and jumping
accordingly, followed by the output code from the two situations analyzed.
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The same propagation of testing information can be done in the switch_on_term instruction. In the
current case, this instructions succeeds if the first argument has type var, const or list. Three Status are then
created and analysis proceeds exploring the three situations, generating the code shown in Figure 3.

label(0)

switch_on_term(1,5,6fail) Two run-time tests with
label(1) \ propagation of information,
try_me_else(2) leading to code unfolding
gef nlliv(1) (3 outer blocks - first test,
get_x_value_any_any(2,3) 2 inner blocks - second test)
proceed
label(2)

trust_me_else_fail
get_list_v_ntr(1)
unify_x_variable_write(4)
unify_x_variable_write(1
switch_on_list(3,3,4)
label(3)
unify_x_value_read_v_ndrf_ntr(4)
unify_x_variable_read(3)
execute(append_v_ndrf_ntr_any_any/3)
label(4)
unify_x_value_write(4)
unify_x_variable_write(3)
execute(append_v_ndrf_ntr_any v_ndrf_ntr)
X

Code for argument 1
with type var

get_nil_atom(1)
get_x_value_any_any(2,3)
proceed
label(6)
get_list_list(1)
unify_x_variable_read(4)
unify_x_variable_read(1)
switch_on_list(3,7,8)
label(7)
unify_x_value_read_any(4) Code for argument 1
unify_x_variable_read(3) with typelist
execute(append_any_any_any/3)

label(8)
unify_x_value_write(4)
unify_x_variable_write(3)

execute(append_any_any_v_ndrf_ntr/3) o |

Code for argument 1
with type const

Calls to 4 distinct
predicates

Fig. 3. The unfolded WAM code for append_a_a_a/3

Note that in the code of Figure 3 append/3 is called with four distinct entry patterns. WAM analysis of
this code will create the four versions and analyze each one using the entry patterns knowledge. Although
this information is used the specialization remains goal-independent because of the generic start.

We now define the abstract meaning of get_1ist(A;) for the subpart where A; has type any:

get_list(A;) = T'ypeA; — ReadStatus(A;, Status)
if (TypeA; = any)

Status, < Status

AddStatus(Status, SMode «— read(i, 1))

AddStatus(Status, A; — Ist(H,T))

if(Arg(i))AddStatus(Status, Exit(i) «— Ist(H,T))

AbstractEmulate( NextInst, Status) — outcoder

AddStatus(Status;, SMode «— write(i))

AddStatus(Statusi, A; «— lst(H,1"))

if(Arg(i))AddStatus(Status, Exit(i) < lst(H,T))

AbstractEmulate(NextInst, Statusi) — outcodes

outcode — switch_on list(A;, L1, L2),

label (1), outcoder,label (L2), outcodes

The switch_on_list(A;, L1, Lo) instructions behaves like a get_1ist(A;) but propagates forward through

a two-way branch the result of the runtime test.

3.2 WAM analysis cycle

A single pass over the WAM code is not sufficient to generate the final multiply specialized code. This is
because exit types will change during analyses and such changes will lead to the derivation of new entry
patterns. The WAM analysis process has to iterate until a fix-point is reached. As the abstract domain is
finite and forms a complete lattice this fix-point clearly exists [6].
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4 Controlling code expansion

The code expansion in a multiple specialization compiler can be quite large, because the code of each predicate
is multiplied by a number of versions. This number of versions is a function of the arity of the predicate and
of the analysis domain complexity. If d is the number of elements and a is the arity of the predicate, then,
in the worst possible case, the number of versions generated for a predicate will be d®.

This is a wildly pessimistic number of versions as, due to the structure of the domain, only a pathological
predicate could achieve such a variety of activation patterns. It is, though, an indicator of the order of growth
of a multiple specialization implementation, revealing its exponential nature.

In order to make a multiple specialization strategy feasible for real-size programs it is necessary to use a
strong selection criteria of the predicates to be multiply specialized. In real-size programs only the most crit-
ical predicates of a program must be multiply specialized, performing partial multiple specialization instead
of total multiple specialization. Further more, not every version of a particular predicate that is generated is
relevant for the overall performance of the program. A process of generating the optimal set of versions for
a particular predicate is also determinant for the success of a multiple specialization implementation.

We base our selection of predicates to unfold on the results of a (goal-dependent) profiler implemented at
the WAM level. Prior to specialization programs are profiled, and the most important predicates are selected
to be multiply specialized.

As expected the time distribution per predicate follows a pattern that is adequate for partial selection,
as execution time is concentrated on just few predicates. Figure 4 represents the time/predicate distribution
for chat_parser, where the = axis represent the predicates ordered descendently by execution time, and the
y axis represent the accumulative percentage of execution time. It follows a logarithmic pattern - on the 10
most important predicates more than 50% of the time is present, and chat_parser has over 150 predicates.
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Fig. 4. Time/predicate distribution for chat_parser.pl

Note that profiling implies executing, and thus the selection of predicates is goal-dependent, though the
subsequent specialization is goal-independent. This situation is acceptable, as the structure of the program is
more or less independent of the input it receives, and goal-independent profilings are very difficult to obtain.

5 Performance evaluation

Table 1 shows the percentage of time spent per percentage of the number of predicates for the 17 benchmarks
considered. We have used 10 measuring points from 10% to 100%, in order to reach a meaningful average
information. 10% means the 10% most important predicates, and so on. This allows reaching a meaningful
average information, considering the size differences of the benchmarks.

On average 60% of the total execution time is concentrated on 10% of the predicates. Multiply specializing
this part of the program can significantly improve the overall efficiency. Multiple specialization could be taken
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[[Program(Number of Predicates|10%]20%]30%]40%]50%]60%]70%]80%]90%|100%]|

gsort(1) 36.5]73.3]73.3]95.8]95.8]95.8[99.8]99.8] 100 100
query(2) 35.4]35.4]69.0[69.0/84.8[99.5[99.5] 100 100 100
derive(2) 86.2[86.2/89.793.1]96.1|96.1|98.8]99.9[99.9] 100
zebra(2) 52.6|52.6]79.0/96.4| 100| 100] 100 100| 100] 100
serialise(2) 49.6]73.5|73.5/85.8|91.3[96.4{99.5|99.5/99.8| 100
mu(2) 26.0[50.7|71.0|84.2|91.4[91.4]96.0[99.6| 100 100
Jast_mu(2) 56.1/80.8|91.4|97.2|98.8/98.899.2|99.6/99.8| 100
crypt(2) 57.9]89.8/94.697.7]98.5[99.2[99.6]99.9] 100| 100
meta_gsort(3) 41.0[75.4/83.8[89.5/97.6] 100| 100] 100 100| 100
queens_8(3) 42.6/57.6/70.080.2/99.2| 100] 100| 100| 100 100
nreverse(3) 91.2|99.8/99.9| 100] 100 100| 100] 100 100 100
prover(3) 60.0/74.2|93.3(96.4]99.5/99.7|99.9]99.9] 100| 100
browse(4) 95.0/99.0/99.5(99.7|99.9[99.0| 100| 100 100| 100
boyer(6) 87.0/97.8/99.4[99.8| 100| 100| 100] 100 100 100
sdda(9) 76.0]89.0|95.7]98.8|99.8| 100] 100 100| 100] 100
nand(16) 65.2/83.9/90.2|94.3]97.7[99.5[99.9] 100 100| 100
chat_parser(32) 62.4]77-2]86.2]92.1|95.7|99.4]99.4|99.9] 100] 100
[Average [60.0[76.2]85.9]92.4] 96.8]98.6]99.5[99.8] 100] 100]|

Table 1. Percentage of execution time for varying percentages of most relevant predicates

further, and applied to 20% of the predicates that, on average, account for 76% of the execution time. If
performance is critical and the program being considered is not large we could select the 30% most important
predicates, where 86% of the total execution time is present. Further than that only marginal improvements
would be achieved, or the code growth could even introduce some slow-downs due to caching problems.

Notice that the results in Table 1 show an increasing trend as the programs become larger. Considering
the last 3 programs which have more than 40 predicates, the percentage of the time on 20% of the predicates
is on average 83.4%. Considering the first 7 programs (less than 10 predicates), this percentage is 64.6%.

We have selected to multiply specialize 20% of the predicates of each benchmark. This means 1 predicate
for gsort, the smallest program, and 32 predicates for chat_parser, the largest one. In terms of execution
time, this means an interval from 50.7% for mu to 99.8% for nreverse.

5.1 Execution Time

Table 2 compares the results of our system (u-WAM) with the wamcc basic system, in terms of execution
speed. This is the fundamental comparison, as the C targeting is equivalent in both systems, and the results
obtained give an accurate measure of the benefits of multiple specialization. In this table we also include the
results obtained in the SICStus Prolog 3.8.4 compiler [2], using compiled emulated code and compiled native
code. This Prolog system, developed at the SICS (Swedish Institute of Computer Science), is currently the
most well known Prolog compiler and is widely used as a benchmark for Prolog implementations.

For each of the 17 benchmarks Table 2 presents the best execution time from a series of ten runs. We
show the execution time in seconds for the wamcc system, and the speed-up or slowdown obtained by the
other systems. The timings were measured running the benchmarks on a Sun Ultra Sparc 248 Mhz with
256MB of RAM, as the Sparc architecture is the only for which SICStus can generate native code. The C
code generated by wamcc and u-WAM has been compiled using gcc 2.8.1 with the -02 option.

The average speedup of u~-WAM over wamcc is of 1.5. The wamcc system is somewhere between SICStus
emulated and SICStus native, and the speedup obtained in u-WAM importantly reduces the difference with
respect to SICStus native. In some benchmarks, like query, zebra and crypt, the performance of u-WAM is
even better than or equal to native SICStus. Furthermore, u-WAM compiled programs are as portable as
SICStus programs compiled to emulated code, over which u-WAM has a speedup of almost 2.

These results have also to be interpreted based on the percentage of the execution time that is being
improved. The 20% of the predicates of each benchmark mean in execution time an interval from 50.7% for
mu to 99.8% for nreverse. For instance, the chat_parser benchmark in the comparison between u-WAM and
wamcc obtains a global speed-up of 1.51, translating a real speedup greater than 1.7 for the 77% improved.

Specialization is also goal-independent. This means that any predicate of the program can be an entry
point, including the predicates selected for multiple specialization, for which we have to generate a most-
general-version. This goal independence is clearly not necessary for the benchmark programs, where it always
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Sicstus 3.8.4

‘ Program(Number of Predicates|wamcc 2.22‘u—WAM‘Emulated|Native
gsort(1) 0.120 1.44 0.92| 3.61
query(2) 0.070 1.31 0.64| 1.39
derive(2) 0.110]  1.67 002 3.32
zebra(2) 0.030 1.25 1.00] 1.04
serialise(2) 0.190 1.46 1.12| 3.45
mu(2) 0.730] 1.24 0.95] 2.62
Fast-mu(2) 0.770] 1.42 0.83] 2.11
crypt(2) 0.380] 1.83 057 1.47
meta_gsort(3) 0.580 1.54 0.63] 2.41
queens_8(3) 0.100 1.39 0.91] 2.92
nreverse (3) 0.170 1.81 1.13] 5.58
prover(3) 0.150 1.36 0.83| 3.13
browse(4) 0.550 1.61 0.74] 2.84
boyer(6) 0.440 1.81 0.80] 2.44
sdda(9) 0.080 1.42 1.33 2.15
nand(16) 3.110 1.49 0.92| 2.10
chat_parser(32) 1.410 1.51 0.87| 2.41

[[Average speedup [ [ 1.50] 0.89]  2.59]|

Table 2. Execution times of wamcec, u-WAM and SICStus

exists a directive working as the single entry point in the program. Specializing in a goal-dependent manner
would obviously increase performance, as less versions would be generated and the code would be more
compact. Furthermore , the activation pattern of the goal of the directive may be lost in the calling path
to the multiply specialized versions, if a non-specialized predicate is called in between. Clearly, a goal-
dependent and total specialization of the predicates of each benchmark yields better results than the partial,
goal-independent specialization results presented in Table 2.

The zebra benchmark yields the worst result, with a speedup of just 22%. This program performs heavy
search through the member/2 predicate, spending 25% of the total execution time in the management of
choice-points. This choice-point creation is not improved on the specialization of this program, and no gains
are obtained on this percentage. The specialized versions for member/2 that are used during execution
have bounded types on the arguments, member_struct,ars -list,qr /2 and member,structndrf,any/,g, and read
mode unification profits less from specialization. The other multiply specialized predicate, next_to/3, is more
efficiently specialized, but is also less time relevant than member/2.

Most of the predicates which are multiply specialized are simple recursive predicates. This allows good
results in partial multiple specialization, because Status information is not lost in the partial process, as it is
passed from the entry calling pattern of the current predicate to the goal called in its body. This happens,
for instance, in the deriv benchmark, where the predicate d/3, which recursively defines differentiation rules,
gives rise to the recursive specialized version d_nvpdrf-cstpdrf Undrf /3.

The nreverse program also obtains very good speed-ups. First, the 3 predicates multiply specialized
represent over 99% of the total execution time. Second, the crucial predicate of these 3 predicates is append/3,
which gives rise to a specialized version, append_any_any_v;ffﬁf /3 that invariantly calls itself, repeatedly
profiting from the simplified unification of a dereferenced variable, not needing trailing, with a list.

Programs which use predicates in multiple directions are the ones which profit more from multiple special-
ization. In the chat_parser benchmark for instance, this poly-variant use appears in the terminal/5 predicate.
This predicate is called in some clauses with the first argument bound to a constant, and sometimes with
the first argument unbound. Multiple specialization creates two versions for these cases. Furthermore, this
terminal/5 predicate is called 22 times in the program, and is the most time relevant predicate, representing
25% of the total execution time of the program, which has 158 predicates.

Before ending this subsection on execution speedup, we refer the results obtained for the total special-
ization of a number of small benchmarks, generating just goal-dependent code. All the predicates of the
program are specialized assuming that the only entry point is the directive existing in the benchmark. As a
result, the specialized versions that are generated correspond to all the calling patterns detected in the exe-
cution which starts with the declared entry point. Starting with a concrete calling pattern eliminates much
more versions than if we start with the most-general-pattern. In goal-independent specialization, we have to
abstractly execute every predicate that is to be multiply specialized starting with its most-general-pattern.
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In goal-dependent specialization we only generate versions for the calling patterns reached in the execution
path starting from the single entry point.

Using such specialization on gsort, query, queens_8, nreverse and browse, improves the speedup to 2.61
times over wamcc. As our system is still a prototype, we can only apply total multiple specialization to few
small programs. Even in a robust implementation, total multiple specialization will be impossible because
of the code growth issue. Also, goal-dependent specialization is not so interesting for real applications, since
they often require separate modules compilation. The speed obtained is only interesting in the comparison
with the SICStus system: the complexity difference between the u-WAM system and SICStus is enormeous,
and yet u-WAM can be as efficient as native SICStus, while being as portable as emulated SICStus.

5.2 Code Size and Compilation Time

Table 3 compares the code size and the compilation time of wamcc and u-WAM. We present the (stripped)
size of the object files generated by the C compiler (.o files) in Kbytes. Compilation time includes the
generation of WAM or u-WAM code, C emission, gce compilation of the C file and linking. By far, the major
part of this time is due to the gcc compilation of the C file.

I [ wamcc 2.22 [ u-WAM |
Program |Object Size|Compile Time|Object Size|Compile Time
gsort 14.5 1.452 29.8 3.123
query 33.9 2.508 40.6 3.191
derive 19.8 1.440 30.9 2.429
zebra 19.6 1.296 28.5 2.240
serialise 24.3 1.476 38.1 2.496
mu 17.7 1.428 23.6 2.164
fast-mu 19.7 1.752 26.1 2.393
crypt 26.0 2.244 30.6 2.806
meta_qsort 32.8 2.700 38.9 3.567
queens_8 17.2 1.356 26.1 2.393
nreverse 17.6 1.296 23.2 1.824
prover 38.9 2.964 65.2 5.125
browse 33.7 3.168 60.4 6.330
boyer 125.8 10.476 148.4 13.608
sdda 67.7 5.340 122.6 11.242
nand 202.9 30.240 453.2 71.243
chat_parser 378.0 39.048 839.9 99.024

[[Average increase [ 1.57] 1.72]|

Table 3. Comparing code size and compilation time of wamcc and u-WAM

On average the object file size increases 1.57 times. In three programs, gsort, nand and chat_parser, this
increase is greater than 2 times. The increase is directly related to the number of versions created for the
predicates multiply specialized. This number of versions depends in part of the arity of these predicates.
As programs become larger, this arity tends to grow. For nand and chat_parser, the two largest programs
of the benchmark set, the average arity of the predicates multiply specialized is 5.1 and 5.9, respectively,
which is substancially higher than the average for the other 14 programs, 2.6. The single multiply specialized
predicate for gsort, partition/4, is a 4-arity predicate, leading to a large code growth on this small program.
Code growth is limited by the fact that specialized versions have a smaller code than that of generic predicates.
The code growth factor of 1.57 for a multiple specialization of 20% of the program clearly shows that partial
multiple specialization is mandatory, as total specialization of programs would lead to an unbearable code
explosion. Furthermore, the rate of code growth is not linear on the percentage of the program specialized,
as higher percentages lead to higher interactions between the predicates multiply specialized, that result in
the derivation of more calling patterns.

The compilation time increases 1.72 on average. The gcc compiler and its optimization phase, are re-
sponsible for more than 90% of this compilation time. If we compile without optimization, the time is reduced
to 1/3. The gcc optimization phase time is influenced essentially by the size of the C functions compiled.
The wamcc C codification method gives rise to as many functions as there are goals in the body of a clause,
and this size remains similar in the u-WAM code, which explains the linearity between code size growth and
compilation time growth.
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6 Conclusions

Our WAM analysis is not purely local. Although each predicate, existing or created, is analyzed locally,
its creation is global (depends on another predicate). Even within the predicate level analysis, some global
information is used - the exit patterns information. This is not essential information for analysis, it just
improves precision. In [8] the exit type analysis was done previously and independently of the entry patterns,
in an half-way solution.

The most useful part of our analysis is the fact that predicates are analyzed individually and we can thus
independently multiply specialize a subset of the program.

Part of the good results obtained are due to the fact that the most relevant predicates are, almost always,
recursive predicates. Therefore entry patterns are not lost due to a non multiply specialized middle predicate.
The results could be improved by a more intelligent selection of predicates, that considers non time relevant
predicates that can derive, through their specialization, entry patterns for the time relevant predicates.
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Abstract. Using conflict sets (or nogoods) and explanations within constraint programming
has been proved very effective. However, most constraint solvers do not provide this feature.
This statement could have been made for many other improvements. Indeed, one of the main
reasons of that fact is that many improvements in constraint programming are intrusive: their
integration requires a general modification of the solvers’ implementation and/or architecture.
The core part of constraint solvers is often quite simple, however, it represents only a small part
of the implementation. The main part of the code is devoted to specific constraint handling,
global constraints, search techniques, API, etc. Modifying this code requires a real development
effort that may become overly costly. Constraint solvers need non intrusive approaches. Actually,
solvers should not be modified at all and only a general information about implementation should
be needed to integrate improvements. In this paper, we present a technique used in software
engineering to reach that aim: aspect oriented programming. As an example, the non intrusive
integration of conflict set generation and use is presented and some insights of what could be
done are provided.

1 Introduction

Constraint programming improvements take a long time to make it through commercial constraint
solvers. For example, using conflict sets (or nogoods) and explanations within constraint programming
has been proved very effective [1-5] but no modern constraint solver (Ilog Solver [6], Chip [7], gnuProlog
[8], choco [9]) do not provide this feature.

One of the main reasons of that fact is that many improvements in constraint programming are
intrusive: they require rewriting large parts of the solvers in order to be handled [10]. Indeed, modi-
fications need to be done to variable and domain representations (to store that new information), to
constraint propagation (to compute new information to be recorded), to search mechanisms (replacing
backtracking by other techniques), etc.

Constraint solvers are heavy and complex pieces of software. The core part of constraint solvers is
often quite simple and relatively small. However, specific constraint handling, global constraints, search
techniques, API add many lines of codes that may need modification when integrating improvements.
Modifying a constraint solver requires a real development effort that may become overly costly.

Actually, solvers should not be modified at all on only a general information about the actual
implementation should be sufficient to integrate improvements. In this paper, we present a technique
used in software engineering to reach that aim: aspect oriented programming [11].

The aim of our paper is two-fold: introducing aspect oriented programming through an example:
adding conflict set generation and use within an event-based constraint solver; paving the way to more
intricate uses of aspect oriented programming within constraint programming: implementing complex
strategies within constraint solvers, enhancing solvers while keeping simple and easily understandable
implementations, etc.

This paper is organized as follows. First, aspect oriented programming (AOP from here on) is
presented (section 2). Second, conflicts and explanations concepts are recalled in section 3. Third a
conflict-based search algorithm is non-intrusively implemented using AOP (section 5) within a minimal
solver (described in section 4) which therefore remains unchanged. Finally, we open a discussion about

* Work partially funded by the EU project FasyComp (www.easycomp.org), No. IST-1999-014191.
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the use of AOP within constraint programming sketching how this approach could be used to make
programmable solvers (eg. guiding them through declarative strategies) in section 6.

2 Aspect Oriented Programming

Separation of concerns is a well-known topic in software engineering. For instance, the Apache web
server! can be decomposed at the design level in a series of concerns: XML parsing, URL pattern
matching, session logging, etc.

At the code level, it is often impossible, when a system is complex, to find an architecture that
expresses the different concerns in a modular way. For example, in the Apache web server there is no
module for session logging. Indeed, the corresponding code is distributed in many places in the other
modules as shown on the slide? in Figure 1. Each vertical white bar represents a module, and each

horizontal grey line in a white bar represents a line of code implementing session logging.

Fig. . In Apache, session logging crosscuts the other concerns.

The current programming tools and languages do not support crosscutting concerns, and the pro-
grammer must tediously insert the session logging code by hand in other modules. Moreover, the lack
of modularity of such a crosscutting concern makes its maintenance difficult. Aop [11] is a new pro-
gramming paradigm supporting crosscutting concerns. It allows the programmer to define the different
concerns in a modular way; and it provides the programmer with a weaver responsible for mixing the
different pieces of code together to generate the complete application.

Aspect-J3 [12] is an extension of Java that supports AOP. First, a base program is written in Java,
and several aspects are defined in Aspect-J. Second, the aspect-weaver, basically a preprocessor?,
inserts calls to the aspectual code into the base program to generate the complete program.

In Aspect-J, an aspect is defined by gathering crosscuts and advices. A crosscut denotes a set of
program points; it is defined with the help of method signatures. It designates where in the base program
some code must be inserted. For instance, pointcut profile ) call emoval elation.revise ))
denotes program points where the method revise is called. An advice is a piece of code to be inserted

! apache.org

2 O’Reilly Conference on Enterprise Java, March 29, 2001, pdf and ppt available at
aspectj.org/doc/papers nd lides.
aspectj.org
However, we believe its semantics is easier to understand from a monitoring perspective 13 .
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in the base program. For instance, before ) profile )  counter increments the local vari-
able counter of the aspect every time revise is called. So, a complete profiling aspect can be defined
as in Figure 2.

[ ca m a a

Fig. 2. A tiny profiling aspect

Aspect-J is not limited to code insertion at the beginning of methods. It can also make the variable
of the base program accessible to advices, replace a method in the base program by another one, insert
code when a field is accessed or when an exception is caught, introduce extra fields and methods in
classes or modify the inheritance graph.

Obviously, in order to define more interesting profiling aspects, we could capture variables of the
profiled program (e.g. the relation being revised), dynamically change the value of isOn by defining two
extra crosscuts and their corresponding advices (e.g. isOn is assigned with true — resp. false — every
time the method propagate — resp. extend — is called), or use wildcards in signatures (e.g. in order to
monitor every method of the class elation). Section 5 exemplifies more of these constructions (see
[12] for a complete description of Aspect-J).

3 Con ict sets and constraint programming

A onstraint Satisfaction roblem ( P) is defined by a set of variables v1,v2, vV , their
respective value domains 1, 2, , and a set of constraints 1y 25 . A solution of
the P is an assignment of a single value to each of the variables such that all constraints in  are
satisfied. We denote by sol( , ) the set of solutions of the P ( , ). ariable domains are considered
as unary constraints. Moreover, the classical enumeration mechanism that is used to explore the search
space is modelled as a series of constraints additions (value assignments) and retractions (backtracks).
Those particular constraints are called decision constraints.

et us consider a constraint system whose current state (i.e. the original constraint and the set of
decisions made so far) is contradictory. A con ict set (a. .a. no ood [2]) is a subset of the current
constraint system that, on its own, leads to a contradiction (no feasible solution contains a nogood). A

conflict can be divided in two parts: a subset of the original set of constraints ( in the following
equation) and a subset of decision constraints introduced so far in the search (here d 1, ,d ). We
have: sol ( , ( d d )
An operational viewpoint of conflict sets can be made explicit by rewriting the previous equation
the following way: (/\Z 1 d Z) d
et us assume d : v  a in the previous formula. This leads to the following result ( (v) is the
value of variable v in the solution ): sol ( ) (/\Z 1 d ,)) , (v)  a

The left hand side of the implication in the previous equation is called an eliminatin explanation
(explanation for short) because it justifies the removal of value a from the domain d(v) of variable v.
It is noted: expl(v  a).

Explanations can be combined to provide new ones. et us suppose that d 1 d is the set of
all possible choices for a given decision (set of possible values, set of possible sequences, etc.). If a set
of explanations dq, ..., d exists, a new explanation can be derived: ( ; ).

This new conflict provides more information than each of the old ones.
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For example, a conflict can be computed from the empty domain of a variable v (using explanations
for each of the values): A, ()expl(v a).

a

3.1 sin con icts and explanations

Explanations can be used in several ways [14, 10, 4, 5]. Debugging purposes come to mind: to explain
clearly failures, to explain differences between intended and observed behavior for a given problem
(eg. why is value 4 not assigned to variable z 7).

Explanations can also be used to determine direct or indirect effects of a given constraint on the
domains of the variables of the problem, and for dynamic constraint removal [15]. Moreover, being
able to explain failure and to dynamically remove a constraint facilitates the building of dynamic
over-constrained problem solvers.

Explanations and conflicts can be used to efficiently guide search. Indeed, classical backtracking-
based searches only proceed when encountering failures (by backtracking to the last choice point).
Conflicts can be used to improve standard backtracking and to exploit information gathered to improve
the search: to provide intelligent backtracking [16], to replace standard backtracking with a jump-
based approach a la  ynamic ac trac ing [1,4], or even to develop new local searches on partial
instantiations [17].

3.2 Computin explanations

As we saw, explanations can be used to derive conflicts. Therefore, we will focus in the following in
computing explanations. The most interesting explanations (and conflicts) are those which are minimal
regarding inclusion. Those explanations allow highly focused information about dependency relations
between constraints and variables. Unfortunately, computing such an explanation can be exponentially
costly [18].

Several explanations generally exist for the removal of a given value. Recording all of them is
not affordable (it leads to an exponential space complexity). A good compromise between precision
and ease of computation is to use the solver-embedded knowledge to provide interesting explanations.
Indeed, constraint solvers always know, although it is scarcely explicit, why they remove values from
the domain of the variables®. By making that knowledge explicit and therefore sort of tracing the
behavior of the solver, quite precise and interesting explanations can be computed.

To achieve this behavior, the obvious action is to alter the code of the solver itself [10]. However,
this intrusive behavior can become unbearable:

modifications need to be made at numerous points in the solver code (namely, around each domain
modification i.e. for each type of provided constraint);
complex propagation algorithms may be quite difficult to edit (no operational documentation, etc.)

3.3 elated or

There is a lot of work on computing conflicts. On one hand, intrusive techniques include (A)TMS-like
systems [19] or adaptations [1,10]. On the other hand, non-intrusive techniques have recently arisen:
for example, U LA [18] following work from [20] and [21] iteratively tests the consistency of
subsets of the constraints to compute a minimal conflict for a given inconsistent set of constraints.

However, computing explanations has always, as far as we known, been done through intrusive
algorithms. Consider, for example, [22] which introduces explanations while solving logic puzzles. The
idea is to use an inference-based solver that generates a pre-compiled explanation for each event.

We present in the following a new non-intrusive technique based on AOP techniques for computing
conflicts and explanations thus filling a gap in the explanation computation algorithm menagerie. Such
an approach is of great use in the following situations:

For example, in binary , a value a is removed by propagation when all its supports on a given constraint
c have been removed i.e. expl(v; = a) = | expl(v; = b).
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when using black-box propagation engines that cannot record local explanations like required by
(A)TMS;
for complex or large problems where methods such as (A)TMS lead to high overhead.

4 A minimal solver

To present our ideas, we use in the following a minimal solver written in Java: the acao solver®. We
designed a simple but not simplistic solver that illustrates classical concerns in constraint programming.

.1 A asic arc itecture

Our minimal solver implements the following classical concepts using an object-based representation.

ariables are described in the class ariable. A variable has a slot original omain which contains
the original set of values that represent the domain of the variable. Each value is unique’ (an
instance of the class alue): eg. the value 1 for variable z is different from value 1 for variable y;
they are two different instances of the class alue.
Constraints are described in the class elation and are defined by repetitively calling the method
add to add an acceptable pair of values for the variables of the constraint. Constraints have a
proprietary method used to enforce arc-consistency on the related variables: revise. Our minimal
solver only deals with binary constraints (relations) over — P5.

ariables and constraints are part of a P (represented by the roblem class). It stores the repres-
entation of the state of the problem during search (for example, there exists a general propagation
set (relations o ropagate). Moreover, a roblem provides API methods such as: propagate
which propagates the current constraint system through the constraint network and a general
solve method.

As we use arc-consistency techniques, constraint propagation is performed through domain reduc-
tion. To provide a clear and clean model for our solver, value removals are explicitly stated through a
dedicated class®: emoval.

Notice that our minimal solver only uses ets to represent queues, stacks and lists. This prevents us
for making too early choices in the design of the solver: representations and strategies (variable choice,
value choice, constraint selection, queues wvs. stacks for constraint propagation, etc.). We discuss this
topic at the end of this paper.

.2 A asic e avior

Our minimal solver is not complete. Actually, it cannot even perform a mere backtrack. The idea
behind this choice is to focus on the real part of the work performed by a constraint solver: constraint
propagation. Backtracking can be considered as a simple enhancement of a basic solver.

Therefore our solver is only capable to make decisions (adding decision constraints) and propagate
them through the constraint network. It has a very basic but widely used behavior: a set of relations
(constraints) is used for propagation.

All code describe in this paper is available on request to the authors. We plan to make it available to the
public audience on the web.

People may argue that this representation may be too costly (object creation, complicated comparisons,
etc.). However, we do not focus here on e ciency but rather on concept illustration.

Notice that classical solvers deal with much more kind of constraints. What we will present in the following
needs to be generalized to those constraints.

Notice that classical solvers do not provide such a dedicated class: removals are performed immediately.
However, we chose to implement such a class to ease the presentation of our ideas. As we will see in the
remainder of this paper, could have been easily used to implement such a behavior from outside the
core solver.
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The main loop (see figure 3) makes decisions i.e. extends the current partial assignment. That
process ends when a solution is obtained (no remaining unassigned variable) or if the lack of solution has
been proved. If a contradiction occurs, a Java exception (an instance of the class xception) is thrown
and caught within the loop where a function error is called. In classical solver, error would perform
chronological backtracking to escape from the current dead-end. However, in our implementation, that
method only states that a contradiction has occurred and halts the solver.

a a
ca
a a
a a
a wa
a
a a a
m.
a aa a a C
aa
ca cC [ w
w
ma m w [
a a
m.
a a
ca C C
a C a ¢

Fig. 3. Main loop of acao
Propagation in acao enforces arc-consistency by removing unsupported values in variable domains.

5 Aspects for con ict ased constraint programming

We now define a few aspects to introduce explanations, conflicts and dynamic backtracking in the
minimal solver presented in the previous section. These enhancements are non-intrusive because the
minimal solver is never modified. We first focus on explanations.

5.1 Computin explanations

We decompose the explanation generation in two steps i.e. aspects: build list of supports for values
and compute explanations.

n aspect for storing information First, as noted in Section 3.2 the list of supports of a value is
very useful in to gather explanations of this value removal. Unfortunately our minimal solver does not
maintain such a list. So, we define a new class upport (basically a pair relation-value) and an aspect

spect uild upports. In figure 4, this aspect introduces a new field supports in the class alue.
This extra field is initialized with an empty set of supports for each value. In the minimal solver, the
method add of the class elation extends a relation with two values; the second value supports the
first one. So, the crosscut named in elation captures these method calls and the corresponding advice
(at the bottom of the figure) updates the set of supports of the first value every time the method add
is called. 10

At this point, we did not change a line of the minimal solver, however, with the help of Aspect-J and
spect uild upports, once the problem is build, each alue instance contains a list of its supports.

! Note that, in Aspect-J, an advice can denote variables of the base program (for instance in Figure 4, relation

denotes the target (i.e. receiver) of the method call add). These variables can be used in the advice.
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Fig. 4. An aspect for supports building

n aspect for computing information The second step towards explanation generation requires to
introduce an extra field explanation in every value as specified at the beginning of the aspect

spect xplanation in Figure 5. We also introduce an extra method is ecision in the class elation
to identify decision constraints (they are binary constraints that deal with the same variable twice).
Finally, the aspect defines a crosscut named removal to detect the relation and the value involved every
time a value is suppressed. In the minimal solver, when a value is removed (i.e. a emoval instance is
created) the relation being revised is not known: all we know is that there is a call to elation.revise
in progress in the control stack. So, the crosscut definition uses the Aspect-J construction cflow (for
control flow), which allows us to remember the last revised relation (i.e. pending call to revise) when
a value is removed. When a value is removed, the advice adds the last revised relation (if it is a de-
cision) to the explanation of this value removal. Then, it enumerates'! the support of this value, and
it gathers the explanation of these supports removal.

a ¢ c aa
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a a a2
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c w a ca m a
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a a a a a a a a
m a a a a a
a c c a w a ac a
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a aa a a
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m a m a m
a a
a a
a aa . a aa

Fig. . An aspect for explanation generation

At this point, we still did not change a line of the minimal solver, however every time a value is
removed, its field explanation contains the set of relations that explain this suppression.

5.2 sin explanations

We now focus on backtracking to generate a solution with the help of aspects.

' Tn this paper, for the sake of conciseness, we use pseudo Java Code and write enumeration loops as forall.
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n aspect for rede ning parts of the solver In the minimal solver, when a domain becomes empty, an
exception is thrown and the method error is called to print an error message and stop. To implement
backtracking, our aspect must replace the original method error by another one that actually undoes
decisions (with the help of explanations), repairs the state of the solver and resumes its execution. In
Figure 6, the aspect spect ynamic ac trac defines a crosscut call rror to denote the method
call to error and the associated advice replaces (i.e. keyword around) this method call by another
one to repair.

a c c am C ac ac a m
m
C w m
a Cc C am C ac ac ca m w
C ca a m m w m
ca m. m m
a w C ca C ca
a ca m
a w C a w C ca
a
a w [

Fig. . An aspect for dynamic backtracking (left) and its augmented version (right)

This long and complex method is detailled in Figure 7. It implements dynamic backtracking with the
help of explanations as detailed in [4] (see also Section 3.1). This method could not be defined without
aspects. Indeed, it has to access and modify the state of the solver but some pieces of information
are not available in the minimal solver. We list here these different pieces of information used in the
repair method and the corresponding aspects that make them available.

spects for accessing the state of the solver First, the method repair must be able to access the
solver state. So, the aspect spect ynamic ac trac in Figure 6 is extended with a variable problem
initialized with the reference of the instance of the problem to be solved!2. This way, the repair
method can access the relations o ropagate and call the method propagate. The complete aspect
spect ynamic ac trac including the variable problem is defined in Figure 6.

Second, when a domain becomes empty, it is mandatory to know the last modified variable to
study its contradiction explanation. In the minimal solver, the last modified variable is not known
when error is called. So, the aspect spect ast odified ariable is defined as in Figure 8 to keep
track of this variable identity.

Third, the original domain of the last modified variable must be enumerated. This extra information
is introduced in the minimal solver with the help of the aspect spectOriginal omain defined in
Figure 8. This aspect stores all the values added in a variable (thus defining its domain) at creation
time.

Finally, for the sake of completeness (see [1]), the method repair must select the most recent
decision to undo. The aspect spect ime tamp defined in Figure 9 introduces a time stamp (actually
a simple number rather than the actual time) in every relation at creation time.

6 iscussion

We have demonstrated how a minimal constraint solver could be non intrusively enhanced with the
help of AOP. In this section, we introduce a taxonomy of aspects for constraint programming and then
discuss how our work can be extended for commercial solvers.

2 Tndeed, as stated in Section 4, the problem codes the state of the solver
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Fig. . A method for repairing/backtracking
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Fig. . An aspect for keeping track of the last modified variable (left) and another one for keeping track of
each variable original domain (right)
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Fig. . An aspect for time-stamp generation
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d1 A eatures

We have exemplified different uses of aspects. First, aspects can store information (such as the para-
meters of a method called at the beginning of the solver execution). Second, aspects can compute
information on the fly as the execution progresses. These aspects do not modify the control flow of
the minimal solver but interleave extra instructions. Third, aspects have redefined parts of the solver
to modify its behavior (the minimal method error has been replaced by a dynamic-backtracking one
that modifies the state of the solver and resume its execution). Finally, aspects can make the solver
state accessible at program points where it was not originally accessible (here to implement repair).

2 A and existin solvers

We chose to present our vision of AOP for constraint programming through a minimal solver. This is
arguable. Indeed, our solver does not cover all the features of modern solvers. For example, we only
deal here with binary constraints represented in extension. Classical solvers handle different kinds of
constraints. When computing explanations, different kinds of constraints lead to different crosscuts
[10]. However, there exist generic operators in Aspect-J that can be used to design generic crosscuts
in a very compact way (e.g. call .add ..)) denotes every call sites of the method add).

Another arguable point is that our minimal solver and the enhancements we present do not provide
backtracking or trailing mechanisms. Indeed, we chose to focus on dynamic backtracking because its
implementation in constraint solvers is difficult [1,10]. Backtracking/trailing is also a crosscutting
concern that could be expressed as an aspect.

A current limitation of our approach relies in the fact that constraint solvers need to be deployed
in Aopr-aware platforms. However, notice that both choco and Ilog Solver are being ported to Java
which allow to use Aspect-J. Moreover, work is being done leading to an Aop platform C-compatible
[23] which will lead to being able to use AOP for most of constraint solvers.

In our opinion, the challenge is to design an Aspect-Constraint platform which would be dedicated
to constraint programming using its concepts (propagation, variable selection, etc.) as first-order con-
structs in the aspect definition language. With such a platform, the programmer will not have to know
the solver architecture and will be able to focus only on constraint programming concepts.

Conclusion

In this paper, we have demonstrated how a minimal constraint solver could be non intrusively enhanced
with the help of AOP to implement explanations and dynamic backtracking. With this technique, the
tradeoff between maintainability and efficiency vanishes and the programmer feels free to express any
optimization.

Even though, the minimal solver architecture must be known by the aspect programmer, she does
not need to know the complete implementation details of the minimal solver. This knowledge remains
to be precisely characterized to formally define aspects validity for the sake of correctness and reuse.

Future work also include practical experiments with existing solvers. Indeed, we have developed
our minimal solver with no assumption about its future enhancements. Then, we have defined as-
pects without modifying the minimal solver. We believe existing solvers could be enhanced the same
way without modification. This must be practically experimented. We must also study aspect-based
enhancements of more complex solvers that deal, for example, with global constraints.

In this paper, we focussed on dynamic backtracking, obviously alternative versions of backtracking
(e.g. standard backtracking or intelligent backtracking) could be introduced in the same way. However,
non intrusive solver enhancements are not limited to backtracking algorithms. In particular, program-
mers should be allowed to guide solvers by defining strategies, and we believe AOP is a good candidate
to express them. Even more, we feel that AOP is a very promising track in order to make constraint
solvers programmable, hence more efficient.
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Abstract. There have been quite a number of proposals for the integra-
tion of Object Oriented Programming features into Logic Programming,
resulting in much support theory and several languages. However, none
of these proposals seem to have made it into the mainstream. Perhaps
one of the reasons for this is that the resulting languages depart too
much from the standard logic programming languages to entice the av-
erage Prolog programmer. Another reason may be that most of what
can be done with object-oriented programming can already be done in
Prolog through the meta- and higher-order programming facilities that
the language includes, albeit sometimes in a more cumbersome way. In
light of this, in this paper we propose an alternative solution which is
driven by two main objectives. The first one is to explicitly include at
the language level only those characteristics of object-oriented program-
ming which are cumbersome to implement in standard Prolog systems.
The second one is to do this in such a way that there is a minimum
impact on the syntax and complexity of the language, i.e., to introduce
the minimum number of new constructs and concepts. Finally, we would
also like the implementation to be as straightforward as possible, ideally
based on simple source to source expansions.

1 Introduction

Over more than two decades now the logic programming community has seen
multiple proposals which try a combination of the object oriented and logic pro-
gramming paradigms (OOP and P). Shapiro and Takeuchi [21] are the pioneers
in this matter with a model of objects as perpetual processes in a committed-
choice language without backtracking. Object state is stored in unshared vari-
ables, and object inter-communication is achieved using shared variables. An
implementation, based on K 1, of this idea can be found in [16].

Most proposals can be classified into several groups, based on the different
design and implementation approaches, as suggested by A. Davison in [11]. The
committed choice view is as mentioned above. In the bac trac ing process view, an
object is also treated as a perpetual process, but backtracking is allowed. Object
inter-communication is based on message-passing techniques other than variable
sharing. See [14,10,19]. In the clause view, objects are treated as dynamically
generated clauses which record the state. Object inter-communication is based
on execution of goals (methods). [22] and [15] are excellent references in this line.
The meta-interpretation view is based on the transformation of object-oriented
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code into the underlying logic language. [20], [18], [17], [9], [13], and [22] are
examples of this technology. Another group may be added to this classification:
Technologies based on higher-order logic. See [6,12, 4].

In general, in all approaches the main challenge is state manipulation. . Alex-
iev states this in [3] and provides another classification based on different solu-
tions to this problem. Inheritance has also been widely discussed. Bugliesi [5]
presents a declarative point of view on inheritance. IFE [1] and O IN [2] also
state similar interesting points of view. However, in most proposals a procedural
view of inheritance (e.g., message forwarding and delegation) is taken.

We pursue a different approach to the subject. Our aim is to integrate object
oriented behavior into a logic language as smoothly as possible. Consider the
following: There are a few very simple concepts behind the OOP paradigm,
and most of them can be emulated within Prolog. This allows us to offer an
alternative point of view: We can reinterpret some Prolog characteristics so as to
suit object-orientation. Thus, we take an existing P platform as starting point.
Then, we identify those concepts present in the language which are very similar
to those involved in OOP. Finally, we adjust the language level to smoothly (both
in expressiveness and in implementation) obtain the object oriented behavior.

Traditionally, four main concepts are involved in OOP: (1) State encapsula-
tion (attributes within classes), (2) Instantiation (objects), (3) Inheritance, and
(4) Polymorphism. State can be found in P in the form of dynamic predicates.
Whenever those dynamic predicates are constituted by simple facts they are a
good representation of changing state. Encapsulation is also found in P from
modules (see, for example, the Ciao module system [7]), once state is represen-
ted as predicates. Polymorphism is also possible in P simply because Prolog
is not a typed language; or, to put it in other words, since Prolog is not typed,
polymorphism is not an issue (unless we added types to P). Object inter-
communication is not an issue: Static predicates can be promoted to methods in
the same way as procedures are in imperative languages such as C or Java.

There are only two key concepts of OOP which are not found at the roots
of P: instantiation and inheritance. These two will concentrate most of our
attention in introducing O Ciao, a library package implemented in the Ciao
language in order to enable OOP (with a similar spirit to, e.g., SICStus Objects).
First, we give a description of this library via examples (Section 2). Then we
discuss in Section 3 some implementation issues, and in Section 4 present some
experimental results, aimed at measuring the impact on performance of the OOP
extension with respect to plain P. We conclude in Section 5.

2 e O Ciao O ect Oriented Model

O Ciao has been designed as an extension to the module system of the underlying

P language. In particular, we use the module system of the Ciao language. As
a result, there is very little special syntax (other than syntactic sugar) for using
the object-oriented features. This is another point of difference between O Ciao
and previous proposals. In order to do this, we have taken advantage of Ciao
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pac ages, which allow a uniform way of adding language features integrating
compile-time expansions and run-time support (see [7]).

Classes are declared in O Ciao much in the same way as modules, but adding
Ciao package class, which will transform the original source code via a source-
to-source expansion which is called the class expansion. At the conceptual level,
there is a semantic twist of some declarations. Basically, dynamic predicates
in a class become attributes, and exported predicates become public methods.

In order to import classes and use its objects in a module/program, the Ciao
package ob ects has to be included. This will load a run-time support library,
declare some syntactic sugar, and enable the operator for instance creation and
a declaration which establishes class usage relationships (much the same as the
use module/1 declaration establishes module usage relationships).

lass declaration. Classes are modules including the class package; attributes
are declared with dynamic/1, public methods with export/1.

zample . The following Ciao code declares a class which implements an im-
perative-style stack of elements:

- module stac , , class ). or - class stac ).

- dynamic storage/1. - export push/1). - export pop/1).
push tem) - nonvar tem), asserta storage tem)).

pop tem) - var tem), retract storage tem)).

Notice the similarity with a traditional module. In fact, this kind of class
may be called an instantiable module, just because there is no usage of object
oriented specific declarations (e.g., inheritance relationships). The concept of
instantiable module is a step prior to the concept of class. There is only one
point, of difference between a module and an instantiable module: copies of
the instantiable module can be generated.

b ect creation and manipulation. The ob ects package enables the new/2 op-
erator and the use class/1 declaration, which declares imported classes. The
creation of objects (of the imported classes) is performed by the new/2 operator.
This operator takes a free variable as first argument (which will be bound to
a unique instance identifier), and a class constructor as second argument. In-
stances can also be statically declared. Once the object has been created, any
exported (public) predicate may be called as a classically module-qualified goal.

zample 2. The following code uses the class defined in the previous example:

- use class stac ).
- stac 1 instance of stac .
main - tac 2 new stac , stac 1 push a), tac 2 push c).

In the example above, stac 1 is declared to be an instance of the stack
module. This instance is used as if it was a loaded module (a copy of the stack
module). Additionally, instances may be also created at run-time (this is the
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case of tac 2) by using the new/2 operator. This accounts for instantiation,
and is the only main new operator added to the language. Its implementation is
discussed in Section 3.

Constructors are implicitly declared by writing clauses of a predicate whose
functor matches the class name (any arity is allowed). Destructors are also im-
plicitly declared by writing clauses for a destructor/ predicate.

zample 3. Constructors and destructors are mainly used to allocate/release
system resources at the proper time. For example:

- class file reader).
- export get char/1).
- dynamic handler/1.

file reader ile ame) - constructor
open ile ame,read, andler), assert handler andler)).
destructor - retract handler )), close ).

The default constructor (with arity zero, i.e., identical to the class name) is
used if defined, in the absence of a different explicit constructor when calling
new/2. Instance creation fails whenever the given constructor fails.

Constructors are useful to perform some initialization just after object cre-
ation takes place. State initialization is a particular case which is also provided
in the traditional way: Writing clauses for the state (dynamic) predicate, i.e.,
the attribute.

The ob ects package also provides some run-time type checking primitives:
interface/2, instance of/2 (not to be confused with the declaration of the
same name), and derived from/2. The first one is related to interface inher-
itance, the second one to code inheritance, and the third one simply retrieves
the class which derived the involved object. Similar primitives are also used at
compile time in order to perform a limited analysis on objects usage. This gives a
chance to detect semantic errors such as calling a non-public method at compile-
time. For the cases where this is not possible, run-time checks are introduced
(using the above primitives).

nheritance. O Ciao makes use of two different kinds of inheritance relationships:
code inheritance and interface inheritance. Multiple code inheritance is not sup-
ported, but emulated via interface inheritance (much the same as in Java).
Code inheritance is very similar to the re-exportation of modules through
the (ISO Prolog) reexport/1 declaration. The main differences are:

A redefined predicate is implicitly overridden by the new definition (whereas
it is a name clash with modules). We believe implicit overriding is more
natural in OOP.

The visibility of predicates can not be restricted: An inherited (but not
public) predicate may be exported, but an inherited public predicate can
not become private.
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The last point ensures a uniform public interface along the inheritance line.
It is related to the existence of two different relationships in OOP: inheritance
and publication. Inheritance is related to a set of predicates which we call the
inheritable interface while (re)exportation is related to a set of predicates called
the exported or public interface (public and exported predicates are the same
concept in the scope of OOP).

Predicates are private by default, so they must be explicitly made public
by exporting them. Public predicates are then inheritable by default. An extra
declaration is added in order to explicitly declare private predicates which are
inheritable (the rest are completely private, or protected). The declaration is
inheritable/1. The (unique) class from which a given class inherits is then
declared with inherit class/1.

zample 4. The following example illustrates the usage of the declarations for
inheritance. The item class declares set value/1, get value/1, and datum/1
to be inherited by descendant classes; in particular, they are inherited by the
tagged item class.

- class item). - class tagged item).
- export set value/1). - inherit class item).
- export get value/1). - export set tag/1).
- inheritable datum/1). - export get tag/1).
- dynamic datum/1. - dynamic tag/1.
set value ) - set tag ) -
retractall datum )), retractall tag )),
assert datum )). assert tag )).
get value ) - datum ). get tag ) - tag ).

Interface inheritance forces the class inheriting the interface to implement
such interface. The compiler must ensure that a particular source will export the
same set of predicates as another one (and implement the same attributes). Inter-
face inheritance has been implemented by adding a declaration implements/1,
where its argument may be a proper class or an interface-expanded source.
Interface-expanded sources are similar to the interfaces provided in the Java
language: Only export/1 and dynamic/1 declarations are allowed.

zample 5. The code below to the left declares an interface and the class to the
right inherits it. Therefore, it is forced to implement public predicates a/1 and
b/1, in addition to those exported by item: set value/1 and get value/1.

- interface is a must). - class itf example).
- export a/l). - implements is a must).
- export b/1). - implements item).

ethod overriding. Overridden predicates in OOP are imported predicates which
are locally redefined. A predicate is said to be overridden when it has been
inherited from any ascendant class, but the same predicate has been defined at
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the current source class. In order to distinguish between both definitions there is
an inherited/1 predicate qualifier. By default, the local predicate is used. If the
inherited predicate definition is to be called, it must be qualified as inherited.

wrtual methods.  irtual methods allow descendant classes to provide different
implementations for a predicate. The ancestor will always call the version that
is defined at the bottom-most successor class in the inheritance line. O Ciao
provides the virtual/1 declaration in order to declare virtual methods.

zample . In this example, any object derived from class integer item will ac-
cept (only) an integer as argument to set/1, regardless of the validate item/1
check implemented in the parent class generic item.

- class generic item). - class integer item).

- virtual validate item/1. - inherit class generic item).
validate item ) - nonvar ). validate item ) - integer ).
- export set/1).

set ) - validate item ), set value ).

b ect self reference. Sometimes, an object needs to know a reference to itself.
O Ciao provides this feature through the self/1 predicate.

3 Implementation issues

Providing instances requires, in essence, that the code be aware of the current
instance being executing. In O Ciao, this is achieved by extending the nam-
ing convention for module qualification to include object names, and expanding
methods with an extra argument to pass around the object identifier.

In the module system, expressions of the form  goal are qualified by module
name (an atom). In the object system, will instead be an 0b ect name, which
is a wunary term whose functor matches the class which derives the object, and
whose argument is the instance identi er, a unique atom for that instance. The
new/2 operator returns the object name of the created object. Thus, during
execution, messages will have the form a (  d): d.

When methods are called, the code involved will pass around the object
name, so that the assert/retract predicates on the attributes operate over the
proper state encapsulation. This is achieved by an extra argument, also known as
the hidden argument in other object oriented languages. This argument is added
by the class expansion to every clause of a static predicate of a class (dynamic
predicates, i.e., attributes, are treated in a different way). The extra argument
is added as the last argument in order to preserve the original Prolog indexing.

Therefore, messages of the form a (  d): d must be converted to
goals of the foorm a d(  d). The Ciao module expansion facilities
are used for this. In Ciao, meta-goals and meta-arguments of the form erm

are expanded at run-time when cannot be resolved at compile-time, which is
the case with objects. The compiler sets things up so that a meta-goal erm
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in a module ource will be expanded by exp_goal erm, ource, , oal) to
oal, and meta-arguments by a similar predicate exp fact/ . These predicates
are generated by the class expansion, and are discussed in the rest of this section.
The general system performance is fully dependent on the code automatically
generated by the class expansion. In general, the more information is known by
the class expansion, the better performance is achieved. The Ciao compiler allows
code expansion in two stages (for further reference, consult [8]). In a first stage,
declarations of a class are processed in order to generate the interface information
that may be needed. In a second stage, module dependences have been resolved
by the compiler. Code can then be generated taking into account other module
or class declarations related to the current code being expanded. This interesting
feature allows O Ciao class expansion to avoid many run-time checks, to generate
much static code, and to perform exhaustive semantic analysis on class code.

romoting static predicates to methods. Besides adding the hidden argument to
methods, the class expansion automatically generates clauses for exp goal/ to
account, for the run-time expansions of method calls. The code automatically
generated also performs visibility checks, so that only classes imported can be
used. Prolog indexing is preserved all along the expansion process.

zample . Consider a module m which imports class tagged item of Example 4.
The following code will be automatically generated:

accessible set value 1 item,item).

accessible set value 1 item,tagged item).

accessible set value 1 item,m).

accessible set tag 1 tagged item,tagged item).

accessible set tag 1 tagged item,m).

exp goal set value ), ,item Ob ), item set value ,0b )) -
accessible set value 1 item, ).

exp goal set tag ), ,tagged item Ob ), tagged item set tag ,0b )) -
accessible set tag 1 tagged item, ).

irtual methods require a different run-time expansion, because it is not
possible to figure out which version of the predicate will be the most specialized
one. This depends on the actual object calling the method. Therefore, it can
only be determined at run-time. This is done by a run-time support module
virtual rt which includes the required inheritance information to determine
the most specialized version of a virtual method.

zample 8. Method set/1 of Example 6 calls validate item/1, which is a
virtual method. This call will be expanded at compile-time as follows:

set ,0b ) - virtual rt Ob ) validate item ),

Note that the object name itself does not contribute in any way to expand
messages of the form Ob goal into proper goals: It is just passed along as
an argument. Thus, it is possible to call methods using compile-time generated
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clauses which avoid most of the run-time expansion overhead. This optimization
can be applied to any method. Any goal of the form Ob goal will be expanded
at compile-time into method call 0Ob ,goal), where method call/2 is defined
by (automatically generated) clauses of the form:

method call item Ob d), ethod) - item call ethod,0b d).
item call set value ),0b d) - set value ,0b d).

romoting dynamic predicates to attributes. For attributes a different expan-
sion scheme has been implemented, since adding an extra argument for the
object name will most probably compromise efficiency when the number of in-
stances of a class is high. Instead, different predicate names for the attributes of
each instance are dynamically created. This is performed by run-time expansion
exp fact/ and operator new/2.

However, the expansion is different for external (i.e., from outside the class)
and internal manipulation of the attribute. Whenever an external call, assert, or
retract is issued on an exported attribute, the code is run-time expanded, as it
is done with method calls, but in this case using exp fact/ .

xample . For an exported attribute datum/1 of a class export item the fol-
lowing clause will be generated at compile-time:

exp fact datum ), ,export item Ob ), oal) -
accessible datum 1 export item, ),
functor concat Ob , export item datum ), oal).

where the auxiliary predicate functor concat/3 has computed answers of the
form functor_concat class 123),pattern ), 123pattern ).

Whenever a method operates over an attribute (i.e., internal attribute ma-
nipulation), a different expansion is performed. A run-time support module
class rt is used to map the attribute to the corresponding dynamic predicate.
An optimization is now possible by using special versions of the assert/retract
predicates. Most times, assert/retract predicate calls may be automatically trans-
lated to their specialized versions at compile time, saving some overhead.

zample . Method set value/1 of class item in Example 4 will be expanded
at compile-time to:

set value ,0b ) - ..., assert attr Ob , item datum )).

When a new object is created, the dynamic predicates which hold its state
must also be (dynamically) created. This includes all attributes along the com-
plete inheritance line of the class which derives the object. The names of at-
tributes are saved at compile-time in attribute templates, so that new/2 uses the
templates to create the corresponding dynamic predicates for the instance.

zample . Attribute datum/1 of class generic item of Example 6 will be
assigned a template of the form:

attribute generic item, generic item datum ,1).
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4 Performance tests

During the development of O Ciao, we have tested several implementation al-
ternatives before reaching the one described in this paper. Those prototypes
have shown very helpful in determining which might be the main weaknesses in
terms of performance and how to solve them. Not surprisingly, the main points
to take into account are instance creation/destruction, attribute manipulation
(i.e., usage of assert /retract on attributes), and method calling. In this section we
present the results of the performance benchmarking conducted on these issues
for comparing the OOP extension with plain P.

nstance creation and destruction. Instance creation/destruction may be con-
sidered as wasted time since no user code is executed (except for constructors
and destructors). There are two main factors which influence the performance
of instantiation: the number of attributes needed by the object and the number
of previously created (and not destroyed) objects.

Since creating an object basically amounts to creating its attributes, the num-
ber of attributes is an obvious factor. Figure 1 shows the relationship between
the number of attributes and the execution time for creating and immediately
destroying a single object. The results indicate a less-than-linear,! quite accept-
able, overhead.
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! Don’t let the scale confuse you: It is less than linear because, e.g., for 500 attributes
it takes less than ten times the time for 50 attributes.
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Every time an object is created, new atoms for the instance identifier and the
attribute names are created. Thus, the atom table itself grows up. Unfortunately,
every time an atom is created the atom table must be looked-up first. As a
result, object creation might perform worse with the number of instances created
during execution. In the test shown in Figure 2, left, objects were not destroyed
after creation. The overhead growth tends to be exponential with the number
of instances. In some cases, the Prolog engine may run out of memory and
temporarily stop execution in order to reserve additional space (this effect can
be seen at the 18 Kobjects point). Fortunately, instance destruction alleviates
this behavior completely, as it can be observed in Figure 2, right, where objects
were destroyed immediately after creation. Notice that execution time is now
kept at a minimum even when creating up to 22000 objects.

ttribute manipulation. To perform this benchmarking, we have compared the
execution times of assert /retract when called from a module against when called
from a class. Exactly the same code (except for the obvious syntactic differences)
was used both in the module and the class. The results showed that the class
code is 50% slower than the module code. This was due to the poor efficiency of
the Prolog-coded predicate functor concat/3 used in the creation of names of
attributes. A C-coded implementation of this predicate is expected to improve
the performance of attribute manipulation.

ethod calling. This test was mainly designed in order to measure the execution
overhead involved in run-time code expansion when a method is called. Since
an absolute measure will not be useful in order to reach a conclusion, we have
compared execution times of calling methods against the execution of traditional
module-qualified goals. Three kinds of goals have been considered:

Dynamic? goals of the form ar goal. These goals may be found both with
the module system (when ar is bound to a module name) and with the
object oriented extension (when ar is bound to an object identifier).
Optimized dynamic goals: found in the object oriented extension, when

ar goal is translated to method call ar,goal) (asdescribed in page 44).
Static goals of the form module goal, where module is known at compile-
time. These are typically found with the module system, but also with the
object oriented extension when objects are statically declared.

Table 1 summarizes the results on execution times of the abovementioned
kinds of goals. Each of the two main columns shows execution times for one
encapsulation system. The column labeled as atio is the quotient of the other
two, indicating how much faster or slower (1/x) objects are than modules. The
first two rows show that O Ciao exhibits better performance on run-time expan-
ded goals. This is just because object-oriented goals need simpler checks on the
import/export interface. This result is very important, since dynamic goals are
the usual method calling in OOP. The last two rows compare performance on
static goals. This shows that static instances are rather expensive.

2 Dynamic” denotes here that the call can not be fully resolved at compile time.
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H Module system || O’Ciao ”
Kind of goal|Time ms) Kind of goal  |[Time ms)|[Ratio
:goal 0.0939 :goal 0.01205) 7.8
:goal 0.0939 || method_call ,goal)| 0.002155|| 43.6
mod:goal | 0.0003627 || method_call ,goal)| 0.002155|(1/5.9
mod:goal | 0.0003627 obj:goal 0.000457|(1/1.3

ab e . Goal execution times

Overall, the tests show that instance creation and method calling have an
insignificant overhead on program execution. Considering that dynamic goals
is the usual way of method calling, classes perform even better than modules.
Attribute manipulation adds an important overhead, but we expect to alleviate
it by careful implementation of the overhead sources.

5 Conclusions

We have focused the design and the implementation of O Ciao on the final user
requirements instead of the theoretical aspects. In this line, we expect O Ciao to
be an easy-to-learn programming tool both for programmers familiarized with
Prolog and/or object-orientation. In O Ciao we have avoided as much as possible
the development of a new language, simply by introducing a minimal set of new
features and keeping the original language syntax as much as possible. The
implementation has been done exclusively using the available Prolog compiler,
avoiding the development of a new one. Performance of the resulting object-
oriented programs has also been considered. The results show that performance
is quite acceptable, compared to plain Prolog.

We expect to further enhance current performance results simply by adding
a few C-coded support primitives to our engine. Implicit object destruction is
another target for future work related to implementation. Currently, O Ciao in-
stance destruction is explicitly invoked by calling a destroy/1 operator. This
operator can be seen as a handle for retracting the state of the object. Note that
in Prolog dialects, retraction is the only way to clean up the predicate database.
However, we are currently working on enhancing the Prolog engine garbage col-
lector to do the work. The idea is to enable a hook predicate that would be called
by the garbage collector on attributed variables. Dynamic predicates would have
an attributed variable associated so that when it is garbage collected the re-
traction is done. This is possible if dynamic predicates are encapsulated, which
is the case in the module system of Ciao and in objects in O Ciao. Having this,
it would then suffice to associate an attributed variable to each instance, and a
reference count to this variable: this will enable implicit instance destruction.

Finally, we have not commented on the possible applications of O Ciao, since
it inherits much of the OOP application field. However, we have found it a very
good tool in order to develop the Ciao/Java and Ciao/TclTk programming in-
terfaces. Distributed and agent programming is another field of experimentation
were O Ciao is currently being applied.
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‘ a(c)
L_add:(1) ‘
fail
A_add:r(b,c)
A_add:r(a,c)
success

r(c,Y)

fail |
r(b,Z1),r(Z1,Y)

r(c,Y) 3
peY.ay) |

r(c,Z2),r(Z2,Y)
L_add:(1) fail !

fail










1 ra,Y) 1(b.Y)

1@.2).1(Z.Y) b@.av) F e
6\ o ’\(= g DY) p(b,Y),q(Y)
/ 1& ﬁ:b 5 15‘ 712¢ o v=c
r(b,Y rc,Y b q(d)
® ©Y) a() fail v q(c)
fX.Y) = 1(X,2), [(Z.Y). 1 4 re.y) 10
r(X)Y) := p(X,Y), q(Y). success success success
p(a,b). p(a,d). p(b,c). Add:r(a,c) Add:r(a,b) Add:r(b,c)
q(b). a(c).
:— table r/2. Calls Answers
- r@y). r(a,Y) r(a,b) feY)
r(a.c) y T~
(b.Y) r(b.c) 1(c.22)1(Z2.Y) p(e.Y).q(Y)
r(c,Y) fail




r(X,Y) :=r(X,2), r(Z,Y), .
r(X,Y) := p(X,Y), q(Y).
p(a,b). p(a,d). p(b,c).

q(b). a(c).

:— table r/2.

=r@Y).
Calls Answers
ra,y) r(a,b)

r(a,c)

r(b,Y) r(b,c)

, f@y) 1(b,Y)
2 2 e
p@Y).q(Y) r(0,21),1(Z1,Y).! p(b,Y),q(Y)
4 3= 5= o] Y=c

((b.Y)! a(b) ah pli a(©)
11‘ 4‘ 10‘

, success success
success Add:r(a,b) Add:r(b,c)
Add:r(a,c)

ra,z),r(z,Y),!




p(X) = a(x). (1)
p(a). o)
p(b). ©)
a(y) == p(Y), L

:— table p/1.

= p(X).

p(X) p(X)

a,” ‘(2)\3 @)

ax) a(x)
p(X).!. p(X),!.
When the variant is encountered, ‘
the alternatives (2) and (3) @ pruned
of p(X) are stolen by its variant ! by cut
one. X = ais found, and the ! is X=a

executed, causing remaining
alternative in the choice point
of the variant one being pruned,
thus a solution being lost.







r(X)Y) = r(X,2), r(Z,Y), . (1)

rX,Y) == pX,Y), a(y). (2

p(ab). p(ad). p(b.c).

a().  a(e).

= table r/2.

=r@Y).
Calls Answers Looping

Alternatives
r(a,Y) r(a,b) (l)
r(a,c)

r(b,Y) r(b,c) 1)
r(c,Y) 1)

ray)

,,,,,,,,,,,,,,, e s
i Ha.2).r(Z.Y),! 1 1@z 1
3 p(a,Y),q(Y\) iy (B 1
L_add:(1) W pEV.AM. |
- Tail q(b) Q(‘) (b, Z1)HZL )L ‘ !
} A_add:ir(a,b) il q(©).! 3
Lo success___________________ N L_add:(1) ‘ !

Normal Looping 3 fal ! 3
State State ! A_addfr(b,c) '
of r@,y) of r(a,Y) ! A_add:r(a,c) 3


































Number of Misses (normalized)

2.4

22

16

14

Number of Misses (normalized)













